
CHAPTER 7

‘Age’ and cohort models...

To this point we have assumed that our ‘underlying’ model has been the CJS time-dependent live

encounter model. However, there are many instances when the ‘typical assumptions’ of the CJS model

are not met. Specifically, the assumptions concerning independence of fate and identity of rates among

individuals. Recall that the CJS model generally assumes that ‘all individuals, whatever their age or

capture history, should have the same probabilities of capture and survival’, over a given interval.

We do not expect this to be generally true. In this chapter, we consider models which account for two

common sources of differences among individuals: one that changes over the course of an individuals

life (age), and one that does not (cohort). In both cases, we anticipate that differences in the age or cohort

of an individual may influence its survival or encounter probability. For example, we might have strong

reason to suspect that the survival of a young individual may generally be lower than the survival of

an older individual.

We begin by reviewing the standard CJS model structure for a simple live encounter study. Recall

the basic structure of the CJS time-dependent model – shown below for apparent survival, !8 :

cohort 1 1
!1
−→ 2

!2
−→ 3

!3
−→ 4

!4
−→ 5

cohort 2 2
!2
−→ 3

!3
−→ 4

!4
−→ 5

cohort 3 3
!3
−→ 4

!4
−→ 5

cohort 4 4
!4
−→ 5

and for recapture (encounter) probability, ?8

cohort 1 1 −→ 2 −→ 3 −→ 4 −→ 5
?2 ?3 ?4 ?5

cohort 2 2 −→ 3 −→ 4 −→ 5
?3 ?4 ?5

cohort 3 3 −→ 4 −→ 5
?4 ?5

cohort 4 4 −→ 5
?5
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7.1. ‘Age’ models 7 - 2

Under the ‘standard CJS assumptions’,we assume that survival and recapturepotentially vary only as

a function of the time interval (as indicated by the shaded columns in the preceding figures). However,

clearly this might not always be the case – both the time interval relative to when the individual was

marked, and the time at which the individual was marked, may also be important. We start with the

former – ‘time since marking’ (TSM).

7.1. ‘Age’ models

It will be trivially obvious to most biologists that individuals of different age classes (or developmental

stages) are likely to differ in the probability of surviving to the next age or stage. In fact, life history

theory is to a large degree focussed on analysis of such differences. The reasons for this are well-

established. Organisms of a given age (for simplicity, we will refer only to age transitions – the logic

applies reasonably well to simple stage-structured systems as well) may be more or less vulnerable

to sources of mortality than are individuals of different age(s). The reasons for these differences might

reflect differences in size, behavior, or physiological maturation. It is probably safe to say that there have

been as many papers in the ecological and evolutionary literature devoted to ‘age-dependence’ of one

trait or another as any other subject. So, we need to be able to address the question: are there age-specific

differences in survival or encounter probabilities? To do that, we need to consider the construction of

‘age’ models (the reason for referring to ‘age’ parenthetically will become clear later in the chapter).

To begin, some definitions. Clearly, the ageing process begins when individuals are born. All

individuals born in a given breeding season can be said to belong to the same birth cohort. A cohort

is simply some criterion by which individuals are grouped together (birth year, in this case). Within a

birth cohort, age and time are logically synonymous. In fact, age, time (e.g., year) and cohort are related

by the following expression:

age = current year - birth cohort.

Consider the first row (i.e., first cohort) extracted from the triangular matrix (PIM) of a simple CJS

time-dependence survival model (say, those shown on the previous page):

cohort 1 1
!1
−→ 2

!2
−→ 3

!3
−→ 4

!4
−→ 5

This first row also corresponds to the first release cohort. Let’s assume that this is also a ‘birth’ cohort.

All individuals that are newly marked and released at occasion 1 were marked as newborns. Let’s also

assume (for simplicity) that the sampling occasions correspond to ‘years’. Thus, individuals marked at

occasion 1 (0 years of age) are, if they survive, 1 year of age at occasion 2, 2 years of age at occasion 3,

and so forth.

Now, the parameters shown in this table (!1 → !4) were originally written to show simple time-

dependence. But, since individuals also age through time, we cannot differentiate between age-specific

differences in survival, and simple time-specific differences. They are entirely confounded.

How do we then separate age and time effects? Clearly, this cannot be accomplished using a single

cohort alone. However, what happens if we use multiple birth-cohorts? To examine this situation, let’s

make the following assumptions about some arbitrary population. First, let’s assume that all individuals

in each release cohort are marked as newborns. Let’s also assume that survival between age 0 and age 1

year is different from survival after age 1 year. For simplicity, let’s call the survival from 0 → 1 ‘juvenile’

survival, and survival from any age x (where G ≥ 1 year) to G + 1 ‘adult’ survival.
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7.1. ‘Age’ models 7 - 3

If you think about it, this is not at all an uncommon situation. However, let’s make it even simpler.

Let’s assume for the time being that juvenile survival is constant among cohorts, and that adult survival

is constant both within cohorts and among cohorts. What would the parameter structure of this model

look like? Let’s use the ‘j’ subscript for juvenile survival, and the ‘a’ subscript for adult survival.

cohort 1 1
! 9
−→ 2

!0
−→ 3

!0
−→ 4

!0
−→ 5

cohort 2 2
! 9
−→ 3

!0
−→ 4

!0
−→ 5

cohort 3 3
! 9
−→ 4

!0
−→ 5

cohort 4 4
! 9
−→ 5

Now, let’s look at this table and see how it makes sense. The best starting point is to look at each cohort

separately. Within a release (birth) cohort, we see that between the first occasion (in the cohort), and

the second occasion after marking, individuals survive with probability ! 9 . However, from the second

occasion after marking onwards (within a cohort), they survive with probability !0 .

Now, as we discussed previously, within a cohort we cannot differentiate between ‘time’ and ‘age’.

However,note that we can test whether a model with this structure differs from one where (say) survival

is constant (no age or time effect). But what we’re really after is the affect of ‘age’ on survival, as separate

from ‘time’ effects. Here is where multiple cohorts come in. By contrasting parameter estimates among

cohorts, but within a time interval, we can differentiate age and time effects. For example, concentrate

on the interval between occasion 2 and occasion 3 (shaded column/interval – below).

cohort 1 1
! 9
−→ 2

!0
−→ 3

!0
−→ 4

!0
−→ 5

cohort 2 2
! 9
−→ 3

!0
−→ 4

!0
−→ 5

cohort 3 3
! 9
−→ 4

!0
−→ 5

cohort 4 4
! 9
−→ 5

In terms of time, both cohorts 1 and 2 are experiencing the same ‘temporal effect’. In other words, all

individuals, whether they were newly marked at occasion 1 or occasion 2, are experiencing the aspects

or characteristics of the ‘environment’ causing mortality during this interval. However, in cohort 1, the

individuals at occasion 2 are 1 year of age (‘adult’), while those from cohort 2 are newborn (‘juvenile’).

Thus, for cohort 1 individuals, they will survive from occasion 2 → 3 with probability !0 . In contrast,

for cohort 2 individuals, they are surviving from occasion 2 → 3 with probability ! 9 .

If there were no age-specific differences in survival, then the ratio of survival of cohort 1 individuals

over this interval would be the same as the survival of cohort 2 individuals over this interval. In other

words, the ratio of !0/! 9 would equal 1. Again, it is the contrast among cohorts (i.e., rows), but within

columns (i.e., intervals between occasions) that allows us to test for age differences in survival. This is

a very important concept to grasp, so it is critical that you spend the time now to make sure you do.

Let’s start to formalize our notation a bit. First, consider the question ‘what is the time axis of our

model?’. The answer depends largely on which age class you are focussed on. For example, consider

again our model with constant juvenile and constant adult survival, we essentially have 2 parameters.

The differently shaded areas of our model (top of the next page) show the juvenile (along the diagonal)

and adult age classes (above the diagonal), respectively.
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7.1. ‘Age’ models 7 - 4

cohort 1 1
! 9
−→ 2

!0
−→ 3

!0
−→ 4

!0
−→ 5

cohort 2 2
! 9
−→ 3

!0
−→ 4

!0
−→ 5

cohort 3 3
! 9
−→ 4

!0
−→ 5

cohort 4 4
! 9
−→ 5

The juvenile age class in this example spans one time interval (e.g., one year). The adult age class

(above the diagonal) spans (= − 1) years, where n is the number of occasions, and ‘1’ is the duration

of the juvenile age class. If we re-write the parameter matrix using numbers for subscripts instead of

letters (let ‘1’ = ‘j’, and ‘2’ = ‘a’), then our model with constant juvenile and adult survival would be

cohort 1 1
!1
−→ 2

!2
−→ 3

!2
−→ 4

!2
−→ 5

cohort 2 2
!1
−→ 3

!2
−→ 4

!2
−→ 5

cohort 3 3
!1
−→ 4

!2
−→ 5

cohort 4 4
!1
−→ 5

Now, if we simplify this and re-write the parameter structure the way that MARK interprets it (using

only the subscripts), this 2 age-class model (juvenile, adult) is written as:

1 2 2 2

1 2 2

1 2

1

OK, now let’s expand our model somewhat, adding some more ‘flexibility’. Suppose for example

that juvenile survival varies over time, but that adult survival is constant through time.

If we now add time-dependence to the juvenile survival probability, but leave adult survival constant,

the model structure would now look like:

cohort 1 1
!1
−→ 2

!5
−→ 3

!5
−→ 4

!5
−→ 5

cohort 2 2
!2
−→ 3

!5
−→ 4

!5
−→ 5

cohort 3 3
!3
−→ 4

!5
−→ 5

cohort 4 4
!4
−→ 5

In the MARK parameter (PIM) format, this would reduce to:

1 5 5 5

2 5 5

3 5

4
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7.1. ‘Age’ models 7 - 5

Let’s extend it one more step: let’s add time dependence to adult survival as well. This particular

model is important since 2 age-class models, with a juvenile age-class spanning one year, and a single

adult age class, with time-dependence in both, are very commonly seen in analysis of mark-recapture

data from wild populations.

Here is what the 2 age-class model with time-dependence in both age classes would look like:

cohort 1 1
!1
−→ 2

!5
−→ 3

!6
−→ 4

!7
−→ 5

cohort 2 2
!2
−→ 3

!6
−→ 4

!7
−→ 5

cohort 3 3
!3
−→ 4

!7
−→ 5

cohort 4 4
!4
−→ 5

In the MARK parameter (PIM) format, this would reduce to:

1 5 6 7

2 6 7

3 7

4

As a final test, to see if you really understand the structure of these models, consider the following

situation. We have a 5 occasion study of a long-lived organism with indeterminate growth, and we

believe that survival may be age-dependent. We decide to model survival in the following way. 3 age

classes, the first age class spanning 1 year, the second age class spanning 1 year, and the final age class

spanning all remaining years. In other words, a single-year duration ‘juvenile’ phase, a 1-year duration

‘sub-adult’ phase, and the final ‘adult’ phase. Juvenile and sub-adult survival are time-dependent, but

adult survival is constant over time.

Here is the structure for this model:

cohort 1 1
!1
−→ 2

!5
−→ 3

!8
−→ 4

!8
−→ 5

cohort 2 2
!2
−→ 3

!6
−→ 4

!8
−→ 5

cohort 3 3
!3
−→ 4

!7
−→ 5

cohort 4 4
!4
−→ 5

which would reduce to:

1 5 8 8

2 6 8

3 7

4

With a bit of thought, you should be able to see how this model was constructed (look carefully at the

ordering of the parameter subscripts). If not, go back through the preceding few pages, and try again.

Age models are very important.
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7.1. ‘Age’ models 7 - 6

If you ‘get the basic idea’, then let’s proceed to analysis of some simple 2 age-class models. We will

examine how to modify the standard CJS PIMs for different types of age models – modifying the PIMs

will let you construct an age (or cohort) model of arbitrary design. We will use the sample data set

age.inp. We ‘suspect’ that there are 2 age-classes in these data. We want to ‘confirm’ our suspicion

by using MARK to test the fit of various 2 age-class models versus the standard time-dependent CJS

model with no age effects. There is only one group in the data set, and 7 sampling occasions.

Our candidate models (i.e., the list of those models that we believe, based on our biological expecta-

tions, might be appropriate to these data) are tabulated below. Note the subscripting conventions – with

more ‘structure’ in our models (i.e., time, age, cohort), the subscripting can get a bit tricky to handle in

any intelligible fashion. We’ve adopted a convention where the age classes for a given parameter are

indicated by a ‘frontslash’ (/). For example,!C/· would indicate 2 age classes for apparent survival, with

time variation for the first age class, and time invariance (‘dot’) for the second age class.

model description

!C ?C standard CJS model - no ‘age structure’ – time dependence in both survival

and recapture

!·/· ?C 2 age-classes for survival – both age classes constant (./.) through time. Time-

dependent recapture.

!C/C ?C 2 age-classes for survival – both age classes time-dependent (t/t) through time.

Time-dependent recapture.

!C/· ?C 2 age-classes for survival – juvenile (first) age classes time-dependent, adult

age class constant over time (t/·) through time. Time-dependent recapture.

Clearly, we are focussing only on the survival side of things with these 4 models. However, do not get

the idea that age-effects are only relevant to survival. They’re not, and are equally as likely to show up

in recapture probabilities as well. As a general ‘rule’ – do not overlook modeling the recapture side of

things with as much interest and care as you do the survival side. We often tend to focus on the ‘finality’

of a survival analysis (since death has rather obvious fitness consequences), but why an individual isn’t

seen on a given occasion can be of equal interest.

By now, you should be able to start MARK and run the standard CJS model almost by reflex – go

ahead and do so, and add the results to the browser. The CJS model makes a reasonable ‘null’ to test

against – it is well-parameterized, but has no ‘age structure’. Once the CJS model run is complete,

we’ll proceed and run the other 3 candidate models, in order, starting with {!·/· ?C } – 2 age-classes for

survival, constant over time for both ages, and time-dependent recapture probability.

How do we construct and fit this model in MARK? By now, you should recognize that virtually

all models in MARK are set by manipulating the PIMs and/or the design matrix, either alone or in

combination (if you don’t realize this, for shame – and go back and re-read Chapter 6). In this case, since

all we’re doing is changing the way in which the parameters are indexed (to reflect the age-structure),

we modify the PIMs. So, bring up the survival and recapture PIMs.

Obviously, the recapture PIM will ‘look’ like the standard CJS PIM we’ve seen many times already

– full time-dependence (this is what MARK defaults to). But what about the survival PIM? How do

we modify to reflect the model structure {!·/· ?C}? Actually, for this particular model, it’s pretty easy.

MARK will let you construct this model using one of its built-in menu options. As a first step, you

should be able to write out what the PIM should look like before you construct it.
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7.1. ‘Age’ models 7 - 7

In this case, with 7 occasions, the PIM should reflect the following structure:

cohort 1 1
!1
−→ 2

!2
−→ 3

!2
−→ 4

!2
−→ 5

!2
−→ 6

!2
−→ 7

cohort 2 2
!1
−→ 3

!2
−→ 4

!2
−→ 5

!2
−→ 6

!2
−→ 7

cohort 3 3
!1
−→ 4

!2
−→ 5

!2
−→ 6

!2
−→ 7

cohort 4 4
!1
−→ 5

!2
−→ 6

!2
−→ 7

cohort 5 5
!1
−→ 6

!2
−→ 7

cohort 6 6
!1
−→ 7

which corresponds to the following PIM structure...

1 2 2 2 2 2

1 2 2 2 2

1 2 2 2

1 2 2

1 2

1

Make sure you understand the connection. Pay particular attention to the parameter subscripting

(which of course leads to the parameter indexing you need to keep track of when constructing the PIMs

in MARK, and reading the output).

Again, while it would be relatively straightforward to modify the survival PIM to reflect this structure

by manually editing each cell, MARK makes it much easier for you than that. As we’ve seen in earlier

chapters, one of the handy features of MARK is the ability to modify the PIMs through the ‘Parameter

Index Chart’ (PIM chart). Open up the PIM chart,which initially reflects the CJS time-dependent model.
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7.1. ‘Age’ models 7 - 8

Moving the cursor over the survival ‘blue box’ in the PIM chart (the one in the lower left-hand

corner), right-click the mouse. This will spawn a menu allowing you to select from a variety of ‘built-in’

parameter structures:

Obviously, the ‘Age’ model is the one we’re interested in here, so go ahead and select ‘Age’ from this

menu. You will then be presented with a small dialogue window asking you to define the age of the

oldest age class. Now, this is potentially confusing. If each age class spans one year, this is the same as

asking ‘how many age classes do you want’? In our analysis, we want 2 age classes: one for ‘juveniles’

or ‘young’ (i.e., the first year after marking as offspring), and ‘adult’.

Once you’ve clicked ‘OK’, the PIM chart will reflect this change. To eliminate any ‘gap’ between the

two parameters in the PIM chart, you can simply left-click and drag the box corresponding to recaptures

over to the left. Ultimately, the PIM chart should look like:
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7.1. ‘Age’ models 7 - 9

Now, in some senses, the PIM chart doesn’t give you the best indication of the actual PIM structure.

To look at it (and to confirm the PIM is structured correctly), right-click again over the survival ‘box’

in the PIM chart, and open the corresponding PIM window (one of the menu options). Then, close the

PIM chart and have a look at the survival PIM:

As you can see, it looks exactly as we wanted it to (check back earlier in this chapter if you don’t

remember the details for this model). Go ahead and run this model – we’ll use the default sin link, and

name the model ‘phi(./.)p(t)’. Add the results to the browser.

The next model is {!C/C ?C} – 2 age-classes, but this time with full time-dependence within each

age-class. Time-dependent recapture.

Here is the structure of this model (and the corresponding PIM):

cohort 1 1
!1
−→ 2

!7
−→ 3

!8
−→ 4

!9
−→ 5

!10
−→ 6

!11
−→ 7

cohort 2 2
!2
−→ 3

!8
−→ 4

!9
−→ 5

!10
−→ 6

!11
−→ 7

cohort 3 3
!3
−→ 4

!9
−→ 5

!10
−→ 6

!11
−→ 7

cohort 4 4
!4
−→ 5

!10
−→ 6

!11
−→ 7

cohort 5 5
!5
−→ 6

!11
−→ 7

cohort 6 6
!6
−→ 7

which corresponds to...

1 7 8 9 10 11

2 8 9 10 11

3 9 10 11

4 10 11

5 11

6

Chapter 7. ‘Age’ and cohort models...



7.1. ‘Age’ models 7 - 10

How do you get the PIM to look like this in MARK? There is no simple menu option for this model

(the menu we used for the previous model only allows you to build age models which are constant over

time in each age class).

However, there is a relatively simple way to construct the PIM. First, you need to pay attention to the

parameter indexing. Note that the largest value on the diagonal representing the first age-class is ‘6’,

and the first adult parameter value is (therefore) ‘7’.

So, here’s what you do:

1. make the first cell value ‘6’, instead of ‘1’

2. pull down the ‘Initial’ menu,and select ‘Time’. This will create a PIM that is a standard

CJS time-dependent PIM, but one that starts with ‘6’.

3. next, go back to the first cell, and click it again. Pull down the ‘Initial’ menu, and

select ‘Diagonal’. When you do, MARK will present you with a window asking you

which diagonal you want to modify – since you’ve clicked in the first cell, it will default

to the first diagonal, but you can always change this. It will also ask you what you want

the starting parameter value to be. Change it to ‘1’, and click ‘OK’.

Now, have a look at the PIM – it should look exactly like we want it to – time-dependent indexing

along the first diagonal from 1 → 6, and then time-dependence for the second ‘adult’ age class, from

7 → 11.

What we just did makes use of the fact that this model is basically a modification of the CJS model

– in fact, the classic time-dependent structure within cohort is maintained for the second age-class, so

all you do is figure out what the first parameter value would need to be for this age class, and go from

there. With a bit of thought, we think you’ll get the hang of it.
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7.1. ‘Age’ models 7 - 11

Now, before you run this model – have a look at the relative indexing of the survival and recapture

PIMs. You can do this easily by using the ‘Parameter Index Chart’, from the ‘PIM’ menu:

What do we see? We see that the parameter indexing is ‘overlapped’ between the 2 parameters – this

is not good, and is not something that MARK will ‘fix behind the scenes’. As such, you must correct this

problem yourself. The easiest way to do this is by modifying the ‘overlap’ via the PIM chart itself. You

can either (i) drag the recapture ‘box’ to the right, or (ii) use the ‘Renumber without overlap’ option.

Simply right-click anywhere in the PIM chart, and select ‘Renumber no overlap’. Once you’ve corrected

the indexing, go ahead and run the model – name it ‘Phi(t/t),p(t)’, and add the results to the browser.

The final model is {!C/· ?C} – 2 age-classes, with time-dependence in the first age-class, but constant

survival in the second age-class. This model is very common for analysis of individuals marked as

young – temporal variation in the first age class, but no variation among ‘adults’. The idea, of course,

is that individuals may be more susceptible to annual variation in conditions affecting survival in their

first year than they are if they survive to adulthood.

Here is the parameter structure for this model:

cohort 1 1
!1
−→ 2

!7
−→ 3

!7
−→ 4

!7
−→ 5

!7
−→ 6

!7
−→ 7

cohort 2 2
!2
−→ 3

!7
−→ 4

!7
−→ 5

!7
−→ 6

!7
−→ 7

cohort 3 3
!3
−→ 4

!7
−→ 5

!7
−→ 6

!7
−→ 7

cohort 4 4
!4
−→ 5

!7
−→ 6

!7
−→ 7

cohort 5 5
!5
−→ 6

!7
−→ 7

cohort 6 6
!6
−→ 7
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7.1. ‘Age’ models 7 - 12

which corresponds to...

1 7 7 7 7 7

2 7 7 7 7

3 7 7 7

4 7 7

5 7

6

We’ll leave it to you to figure out how to construct this PIM in MARK – all you need to do is modify

the logic used for the last PIM a bit. Again, check your parameter indexing. Since the largest value in

the survival PIM is 7, the first value in the recapture PIM must be at least 8.

Go ahead and run the model, name it ‘Phi(t/.),p(t)’, and add the results to the browser. There

should now be 4 model results in the browser:

We see from the results browser that the CJS model is inappropriate for these data – any of the models

with age-structure fit better, by any criterion you want to use (no pun intended). In fact, you might want

to run these data through RELEASE – by looking carefully at the results from TEST 3, you should see

some clue as to the ‘sources of lack of fit to the CJS model’ – in this case, the source being significant

age structure. (By the way, you might be – or should be – asking yourselves about doing a GOF test

for the general model, to derive an estimate of 2̂. The general model in this case (being the model with

the most parameters) is model {!C/C ?C}. While we could use the bootstrap, median-2̂ or Fletcher-2̂ here,

there is no need, since the data are simulated under this model with 2̂ = 1.0).

Among the age models, the model with time-dependence in the first age class, but constant survival

among the ‘adults’ has the lowest AIC value, and is a little over twice as well supported by the data

than the next best model (the model with time-dependence in both age classes). The LRT comparison

of these 2 best models shows that the difference in fit is not significant ("2
3 = 4.57, % > 0.2). In other

words, the addition of time-dependence to the ‘adult’ class did not significantly improve the fit – thus

we select the more parsimonious model with constant survival in this age class.

Now, before we go much further, how did MARK count the parameters for these models? Again,

although MARK does very well in parameter counting, it is always a good idea to know yourself how

many potential parameters there are – if for no other reasonthan to be able to spot discrepancies between

the ‘potential’ and ‘actual’ number of parameters estimated given the data. Let’s consider the model

with the most parameters – model {!C/C ?C}, with time-dependence in both age-classes.

How many individually identifiable parameters are in this model? One ad hoc approach to counting

parameters, based on ‘saturated histories’ (histories for individuals encountered at each occasion), was

introduced in the Addendum to chapter 4. The saturated capture histories for model {!C/C ?C}, and their

associated probability functions, are shown at the top of the next page. Make sure you see how these

functions were derived from the survival and recapture matrices.
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7.1. ‘Age’ models 7 - 13

capture history probability

1111111 !1?2!7?3!8?4!9?5!10?6!11?7

0111111 !2?3!8?4!9?5!10?6!11?7

0011111 !3?4!9?5!10?6!11?7

0001111 !4?5!10?6!11?7

0000111 !5?6!11?7

0000011 !6?7

Now, of course, the next step is to determine which of the parameters in this table are individually

identifiable. By now you may have realized that the ‘critical’ part of this process typically involves

looking at the terminal products. In this case, we have 2 different products: !11?7 and !6?7. Are these

� terms? If you think about it for a moment, you might realize that the answer is ‘yes‘ – since ?7 is

not identifiable. Thus, 16 identifiable parameters. This model corresponds to Table 7D in Lebreton et al.

(1992). They note that for this model, the number of identifiable parameters is given as (3:− 5), where k

is the number of occasions. Since : = 7 in this example, we see that (3: − 5) = (21− 5) = 16 parameters.

Which is exactly what MARK gives us in the results browser.

What about the 2 other age models – {!·/· ?C} and {!C/· ?C}? Start with the first one – since both adult

age classes have constant survival, the saturated capture-histories and their corresponding probability

statements are:

capture history probability

1111111 !1?2!2?3!2?4!2?5!2?6!2?7

0111111 !1?3!2?4!2?5!2?6!2?7

0011111 !1?4!2?5!2?6!2?7

0001111 !1?5!2?6!2?7

0000111 !1?6!2?7

0000011 !1?7

Make sure you can derive the the probability statements for this model yourself. How many estimable

parameters? MARK tells us there are 8 estimable parameters for this model. Is this consistent with the

probability statements? There are clearly 2 potential survival parameters (!1 and !2), and 6 potential

recapture parameters (?2 to ?7) – 8 total potential parameters. Are they all estimable? If you recall

from earlier chapters where we deal with models where one or more parameters were held constant, in

such cases, there are generally no confounded terminal ? and ! since some parameters are estimable

because other parameters are held constant across occasions. This is the case here – all 8 parameters

are estimable, so MARK is correct.

What about the other model – model {!C/· ?C} – which has both a constant survival (the ‘adult’ age-

class) and time-dependent survival term (the ‘juvenile’ age class)? Are all terms estimable? Yes! How

many? 13 – exactly what MARK tells us: 7 survival parameters, and6 recapture parameters. Why are !6

and ?7 separately estimable? Simply because one of the elements (?7) is estimable from earlier cohorts.

So, we see that MARK has correctly calculated the number of estimable parameters for all 3 age

models. However, the only way to know if MARK is ‘correct’ is to know how to count the parameters

yourself. It can be a somewhat laborious process (admittedly), but it is probably worth the effort.
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7.2. Constraining an age model: marked as young only

Constraining a simple age model where the encounterdata from from individuals marked as young only

is notmuchmore difficult than constraining a modelwithoutage structure,but there are a few things you

need to keep in mind. We’ll start by looking at how we would construct the design matrix to correspond

to the PIM for survival for the situation with 7 occasions,with 2 age classes and time-dependence in

each age class. We’ll analyze some simulated data, which are contained in age_2class.inp, with the

following parameter structure for ! and ?, respectively:

1 7 8 9 10 11

2 8 9 10 11

3 9 10 11

4 10 11

5 11

> 6

12 13 13 13 13 13

12 13 13 13 13

12 13 13 13

12 13 13

12 13

p 12

So, 2 age-classes for survival, with full time-dependence in each age class, while for the encounter

probability, 2 age-classes, but no time variation within each age class.

Here are the results of fitting this model (based on PIMs), using a logit link, to the data:

Now, the linear models/design matrix approach - we’ll focus mainly on modeling survival. Based

on the number of indexed parameters in the survival PIM (above), we know that our design matrix for

survival will need to have 11 rows and 11 columns.

What does the linear model look like? Again, writing out the linear model is often the easiest place to

start. In this case we see that over a given time interval, we have, in effect, 2 kinds of individuals: juveniles

(individuals in their first year after marking), and adults (individuals at least 2 years after marking).

Thus, for a given TIME interval, there are 2 groups: juvenile and adult. If we call this group effect AGE,

then we can write out our linear model as

logit(!̂) = AGE + TIME + AGE.TIME

= �1 + �2(AGE) + �3(t1) + �4(t2) + �5(t3) + �6(t4) + �7(t5)

+ �8(AGE.t2) + �9(AGE.t3) + �10(AGE.t4) + �11(AGE.t5).

Whoa – wait a minute! How did you get this linear model from the survival PIM? If you look closely

at the equation, you’ll see that there is no (AGE*t1) interaction term. What’s going on here?

OK. . .step by step. The first term (�1) is the intercept. Easy enough. The second term (�2) corresponds

to the AGE effect (where in this case we have 2 age classes, juvenile and adult – think of the different ages

as different levels of a grouping factor AGE). Thus, one ‘slope’ (beta term), since the 2 levels of the AGE

effect require only 1 column of dummy variables.

The next 5 terms (�3 → �7) correspond to the first 5 levels of TIME. Recall that there are 6 intervals,

but that we need only 5 columns to code for these intervals (since if t1 = t2 = t3 = t4 = t5 = 0, then the

time interval must be 6). Thus, only 5 ‘slopes’ (beta terms) coding for the 6 different time intervals.
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Now, the potentially ‘tricky’ part – the interaction terms. If you look carefully – very carefully – at

the linear model equation

logit(!̂) = AGE + TIME + AGE.TIME

= �1 + �2(AGE) + �3(t1) + �4(t2) + �5(t3) + �6(t4) + �7(t5)

+ �8(AGE.t2) + �9(AGE.t3) + �10(AGE.t4) + �11(AGE.t5).

you’ll notice that it did not include a term for an (AGE.T1) interaction. Why? You need to think a bit

carefully here. Remember, we’re treating the two age classes as (in effect) different groups. If you look

back at the examples in Chapter 4, you’ll notice that, in those cases, the groups being compared (male vs.

female, good vs. poor) were ‘temporally symmetrical’ – i.e., had the same number of sampling occasions

for both groups. In our present age-structured example, however, this is not the case. Look closely at

the survival PIM –

1 7 7 7 7 7

2 7 7 7 7

3 7 7 7

4 7 7

5 7

6

Note that we have 6 parameters for the juvenile age class (1 → 6, corresponding to the first 6 intervals

of the study) but only 5 parameters for the adult age class (7 → 11, corresponding to intervals 2 → 6).

If you look closely, you’ll see that we don’t have an ‘adult’ estimate over the first interval for the first

cohort, since there were no ‘known’ (marked) adults at that point in the study. Thus, in the first time

interval, there are no adults, and thus, there is no logical interaction of the AGE and TIME factors in this

interval (since there is only one age class!). In other words, no (AGE.t1) term. The first time interval for

which there is a potential interaction of AGE and TIME is interval 2 (look at the PIM again to confirm this

for yourself). If you don’t see the connection between the PIM, and the linear model, take some time

now to work through everything, to make sure that you do. It’s a very important concept.

Here is the design matrix for our age model, with time-dependence in both age classes for survival

(we’ll use a simple identity structure for ?):

Make sure you see the connection between the linearmodel,and this design matrix. Note in particular
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that (i) there are 6 rows corresponding to intervals 1 → 6 for juveniles, with 5 rows corresponding to

intervals 2 → 6 for adults, and (ii) that the time indexing (along the diagonal) starts at interval 2 for the

adults, and for the interaction columns.

Go ahead and run this model, and add the results to the browser (below). As expected, the fits of

both the PIM- and DM-based models to the data are identical:

It is important to understand that here, we are using a ‘common intercept’ for both age classes, since

we might want to evaluate the fit of a model where (say) survival of adults is additive to the survival

of the juveniles (i.e., adult survival is model as a linear function of juvenile survival plus an additive

constant).

This we could implement in our design matrix simply by deleting the ‘interaction terms’ (columns

B8→ B11), leaving:

which corresponds to the additive model for ‘AGE+TME’:

logit(!̂) = AGE + TIME

= �1 + �2(AGE) + �3(t1) + �4(t2) + �5(t3) + �6(t4) + �7(t5).

Go ahead and run this model, and add the results to the browser:

But, suppose for some reason we were not interested in an ‘additive’ model. Suppose we simply

wanted to treat ‘juveniles’ and ‘adults’ as ‘completely separate’ groups, each allowed to vary uniquely,

independent of the other. In fact, this is exactly what is represented by the full interaction model we

started with (above).
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But, if we have no interest in an ‘additive’ model, we could have built such a model without using a

‘common intercept’ approach – treating ‘juvenile’ and ‘adult’ survival as (in effect) separate parameters,

rather than treating them as separate ‘groups’ for a common parameter.* We do this by coding each

‘age class’ with its own intercept, as follows:

Several things to note, here. First, the total number of columns in the DM does not change – we still

have 11 columns coding for the survival parameters, plus 2 for the encounter parameters. Second, note

that ‘juvenile’ and ‘adult’ survival (parameters 1 → 6 and 7 → 11, respectively), each have their own

intercept. Thus, each set of parameters is modeled as if (in effect) it was its own parameter, with its own

linear model:

logit(!̂juv) = TIME

= �1 + �2(t1) + �3(t2) + �4(t3) + �5(t4) + �6(t5),

logit(!̂adt) = TIME

= �6 + �7(t2) + �8(t3) + �9(t4) + �10(t5) + �11(t6).

Go ahead and run this model, and add the results to the browser:

As expected, the model deviance and likelihood for this ‘separate intercept’ models is identical to

the full interaction model built using with the PIM or DM approach. Beyond increasing your overall

understanding of the relationship between the linear models and the design matrix, this ‘separate

intercepts’ approach can be useful in complex models where setting up the main effect interactions

can be ‘challenging’ (as we will see in the next section).

* This idea of thinking of the two age classes as ‘separate parameters’ will show up again – at least structurally – when we consider
abundance estimation from closed populations – Chapter 14.
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To further test your understanding of simple age models and the design matrix, let’s consider a

couple of more examples. First, consider a model with 2 age-classes for apparent survival, with time-

dependence for the first (juvenile) age-class only (adult survival is held constant over time) (model !C/·).
This is a very common structure to consider, especially for long(er)-lived organisms where juvenile

survival often varies strongly over time, with comparatively time-invariant survival for adults.

The PIM structure for ! for this model is shown below:

1 7 7 7 7 7

2 7 7 7 7

3 7 7 7

4 7 7

5 7

6

Let’s first build this model {!C/· ?·/·} using PIMs, and add the results to the browser:

Now,let’s try building this same model,butusing a DM approach. Startby retrieving model {!C/C ?·/·}
from the browser – the DM for that model is shown below:

In this design matrix we have time-variation for both juvenile and adult age classes.

However, here we are trying to build model {!C/· ?·/·} – time-variation in juvenile survival only. So,

we need to modify the DM such that survival is held constant for the adult age class. It might help to

consider the linear model for the TIME factor, for the two age classes separately. For juveniles, with time

variation, the linear model would consist of 5 � terms, coding for the 6 time intervals. In contrast, for

adults, survival is constant over time. Recall from chapter 6 that such a constant (‘dot’) model can be

modeled by using a simple ‘intercept’ – i.e., a single column of 1’s.
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Keeping this in mind, here is the DM modified to represent model {!C/· ?·/·}:

Note that we no longer have any interaction of age with time (since there is no longer time variation

for the adults), and that we have eliminated all the time indexing for the adults (parameters 7 → 11).

If we run this model, and add the results to the browser (shown below), we see that it yields results

which are identical to that from the model built using PIMs (which indicates that the two models are

equivalent; i.e., that our DM is correct).

As per the previous example, we could also have used the ‘separate intercept’ approach for this

model, using the following:

In fact, for this particular model, this approach might actually be preferred, since it conveniently

separates (literally) juvenile survival, which you might model as a function of some temporally varying

environmental covariate, from adult survival,which is held constant over time (although you could model
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both juvenile and adult survival as a function of an individual covariate, even using this structure –

individual covariates are discussed in Chapter 11).

As shown below, the two approaches to building model {!C/· ?·/·} yield identical model fits to the

data:

A final example concerning 2-age models for individuals marked as young only. Consider now a

model with 2 age-classes, with time-dependence in each age class. Here, however, we have some reason

to believe that there is a linear change in survival over time in both age classes (i.e., that survival is

varying systematically – increasing or decreasing – over time). We want perhaps to compare the slopes

of the linear trend in survival between young and old individuals. If the slopes are not significantly

different, we could test against a model with a common slope for both age classes.

From the preceding example, we know that for ‘juveniles’, the parameters of interest are 1 → 6, and

for ‘adults’, the parameters are 7 → 11. But, how do we handle the vector of increasing values to handle

the trend? Recall from Chapter 6 that we could ‘model’ trend simply by specifying an ordinal sequence

of numbers in the design matrix. But, should we use 1 → 6 for juveniles, and 2 → 6 for adults (which

corresponds to where the overlap occurs), or is it equivalent to use 1 → 6 and 1 → 5 respectively?

As it turns out, it doesn’t matter at all to MARK – at least not mechanically (i.e., MARK will run

just fine in either case). However, note that in the second case you would, in effect, be coding each time

step differently for each group, which makes the intercepts no longer comparable. Thus, if you choose

to accommodate the overlap, the first coding scheme (1 → 6 for juveniles, and 2 → 6 for adults in this

example) is preferred. Another possibility, of course, is to drop the first juvenile parameter altogether

from our constraint. In other words, to include only those parameters which ‘overlap’ (i.e., 2 → 6 and

7 → 11).

For our trend analysis, we’ll use the former approach, which includes survival for the first age class

over the first interval. In this case, the design matrix for the survival elements would look like:

All you need to do now is run MARK, and apply the constraint to the underlying model (2 age-

classes with time-dependence for survival, simple time-dependence for recaptures). And, as discussed

in detail in Chapter 6, by varying which columns of the design matrix you use in the constraint, you

Chapter 7. ‘Age’ and cohort models...



7.2. Constraining an age model: marked as young only 7 - 21

can test hypotheses concerning equivalence of slope between age classes, equivalence of intercepts,

and so forth. You could also test for additivity (parallelism) in survival for a time-dependent model.

Everything covered in Chapter 6 in terms of constraining an underlying CJS model applies equally well

to age models (or cohort models, or any models).

An important ‘nuance’ – continuous covariates

In the preceding, we considered the construction of the interaction terms for 2 types of models: one

where ‘age’ and ‘time’ were both (classification) factors, and one where ‘age’ interacted with ‘time’

constrained to follow a linear trend over time. In the first case, we considered the complication that

there is no logical interaction of ‘age’ and ‘time’ for the first interval, since only the first juvenile age

class is present in our marked sample over the first interval (i.e., no adults). In this case, we only included

time intervals 2 → 6 in the interaction of ‘age’ and ‘time’, as shown (again) in the following DM:

In the second case, where ‘time’ was constrained to follow a linear trend within each age class, we

used the following DM:

While this seems reasonable enough at first glance, you might now wonder why we included the

interaction for the first time interval, since there are only juveniles present during that interval. For

example, why didn’t we use something like the DM shown at the top of the next page? In other words,

why didn’t we put a ‘0’ in the first row of the interaction column?
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As it turns out, if we try this approach, MARK will give us the wrong answer. How do we know

this?

Well, let’s first start by considering a different approach to modeling trend within each age classes,

with interaction between the age classes. Rather than use a common intercept, we’ll use a DM where

each age class has it’s own intercept (as per several of the examples presented earlier in this section):

If we run this model, we see that in fact it yields the same deviance and parameter estimates as the

model we fit originally, using a common intercept (i.e., the DM at the bottom of the preceding page).

What is important here is that in this case, ‘time’ is no longer a simple, unconstrained factor, but is

being constrained as a linear function – in this case,constrained to follow a linear trend. When ‘time’ is an

unconstrained factor, we need to only include interactions where both ‘time’ and ‘age’ occur. However,

when ‘time’ is constrained to be a linear function of something (say, a trend, or some environmental

covariate), then we need to include all time steps in the interaction.

We can further demonstrate this by means of another example. Suppose that instead of constraining

variation in ‘time’ to follow a trend, we constrain variation to be a linear function of some environmental

covariate (say, average temperature). Suppose that the average temperature over each of 6 intervals is:

{10, 14, 22, 11, 15, 17}.

The DM using a separate intercept for each age class, where survival within a given age class is

constrained to be a function of the average temperature, shown at the top of the next page. The model

deviance for this DM fit to the data (with full time-dependence in ?) is 5,102.437.
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Now, if we try a DM with separate intercepts for each age class, and leave out the interaction for the

first time interval for juveniles

yields a model deviance of 5,088.601, which is not the same. And, clearly, then, it isn’t the same model

we constructed initially using separate intercepts for each age class.

However, if we include the first interval for juveniles in the interaction

the model deviance is 5,102.437, identical to the model we fitting using a DM with separate intercepts.

The reason for the difference here – needing to include the covariate interaction for all time intervals

– is because we need to fully specify the linear relationship between the parameter and the covariate.

Leaving out one covariate for a particular age class, and replacing it with a 0, would change the nature

of the linear model for the covariate.
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In contrast, for ‘time’ as a factor, there is no underlying linear model for time. This is a subtle point

of distinction, and one you need to think about a bit, whenever you have a ‘grouping’ factor (like ‘age’)

with unequal number of time intervals (say, between juveniles and adults).

7.2.1. DM with > 2 age classes: ‘ugly’ interaction terms

As noted in the preceding examples involving 2 age classes, the key consideration to building the

design matrix for age models in general are (i) keeping track of the asymmetry of which age classes

in the marked sample are represented at each occasion, and (ii) how to handle the interactions among

age classes. These challenges are compounded for analysis involving > 2 age classes. Here, again, we

consider only the relatively simple situation where the encounter data are from individuals initially

marked as young.

Consider the following PIM, for (say) apparent survival, !:

1 7 12 13 14 15

2 8 13 14 15

3 9 14 15

4 10 15

5 11

6

Here, we have specified 3 age classes with time-dependence within each age class: parameters 1 → 6

for the first age class (for the first 6 time intervals), parameters 7 → 11 for the second age class (for time

intervals 2 → 6), and parameters 12 → 15 for the third and final age class (for time intervals 3 → 6).

We might call this model {!C/C/C }.

With > 2 age classes, we’ll need to have > 1 � parameter (slope) in the linear model to code for ‘age

group’: (: − 1) = (3 − 1) = 2 parameters, in fact. In addition, for 7 occasions (6 time intervals) we need

(: − 1) = (6 − 1) = 5 parameters for time.

Thus, our linear model starts with the following structure, with AGE8 represent the coding for AGE

group, and t8 representing the coding for TIME:

logit(!̂) = �1 + �2(AGE1) + �3(AGE2) + �4(t1) + �5(t2) + �6(t3) + �7(t4) + �8(t5)

+ ‘numerous interaction terms’.

While coding the main effects (AGE and TIME) is straightforwardat this point, the remaining challenge,

then, concerns the interaction terms, and we’ll need to be somewhat careful in constructing them. Since

there is 1 intercept (�1), followed by 2 columns of dummy variables for ‘AGE’ (�2 and �3), and then 5

columns for ‘TIME’ (�4 → �8), then you might initially think we’d need (2 × 5) = 10 columns for the

interactions, and thus (1 + 7 + 10) = 18 total parameters (i.e., � terms) in our linear model.

However, if you lookbackat the PIM (above),you might realize that this conclusion wouldbe incorrect.

How many parameters are there in the PIM? Clearly, there are 15 parameters. As such, the linear model

for this parameter structure can only have 15 parameters, not 18. In fact, the linear model must have

exactly 15 terms – one for each parameter in the PIM. This is your ‘check’ for your linear model – it must

have a � parameter from each parameter indexed in the PIM. No more, no less.

So, clearly, our initial conclusion of 10 interaction parameters must be incorrect – but, why? The

problem is that when we calculated the number of interaction columns, we neglected to account for
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the fact that in an ‘age’ model, not all interactions between ‘age’ and ‘time’ are plausible. Have another

look at the PIM structure. What are the intervals for which there are interactions between age class

1 individuals (first diagonal) and age class 2 individuals (second diagonal)? In other words, in what

intervals might the estimates differ between these 2 age classes?

Consider the following rendition of the underlying survival PIM:

1 7 12 13 14 15

2 8 13 14 15

3 9 14 15

4 10 15

5 11

6

Here, the shaded parts of the PIM indicate clearly where these interactions occur – they occur in

intervals (2 → 6). There is no interaction of age class 1 and age class 2 individuals in the marked

population for interval 1, since there are no age class 2 individuals in interval 1! This is exactly the same

situation we saw for the simpler 2 age class model introduced at the start of this section.

Let’s add terms to the linear model to reflect these plausible interactions between these 2 age classes

(i.e., age class 1 and age class 2). We enter a term in the linear model (below, second line of the equation)

for each of the intervals for which there is a logical (possible) interaction of these two age classes

(intervals 2 → 6); : = 5 intervals, 4 � terms):

logit(!̂) = �1 + �2(AGE1) + �3(AGE2) + �4(T1) + �5(T2) + �6(T3) + �7(T4) + �8(T5)

+ �9(AGE1 · T2) + �10(AGE1 · T3) + �11(AGE1 · T4) + �12(AGE1 · T5)

+ ‘remaining interaction terms’

If you looked at the equation closely, you might have noticed that we used the subscript ‘1’ for AGE for

these new interaction � terms. Why? Remember that we have 3 age classes here, so we need 2 columns

of dummy variables to code for it. If we use

�2 =

{
1 if age = 1

0 if other
�3 =

{
1 if age = 2

0 if other

then AGE3+ is the reference age class (for individuals age ≥ 2 years), AGE1 corresponds to age-class

1 year individuals, and AGE2 corresponds to age-class 2 year individuals. So, for the first interaction,

you’re multiplying the column for �2 against the (5− 1) = 4 columns for those time intervals where the

interaction between age class 1 and age class 2 occurs, which yields 4 � terms for that interaction.

What about for the interactions between age class 2 and age class 3+ individuals? Again, have a

careful look at the re-drawn PIM for survival (below):

1 7 12 13 14 15

2 8 13 14 15

3 9 14 15

4 10 15

5 11

6
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The shaded parts of the PIM indicate where (i.e., over which time intervals) the interactions of age

class 2 and age class 3+ individuals occur – over intervals (3 → 6).

So, as above, we enter a term in the linear model (below, third line of the equation) for each of the

intervals for which there is a logical (possible) interaction of these two age classes (in this case, intervals

(3 → 6); : = 4 intervals, (: − 1) = (4 − 1) = 3 separate � terms):

logit(!̂) = �1 + �2(AGE1) + �3(AGE2) + �4(T1) + �5(T2) + �6(T3) + �7(T4) + �8(T5)

+ �9(AGE1 · T2) + �10(AGE1 · T3) + �11(AGE1 · T4) + �12(AGE1 · T5)

+ �13(AGE2 · T3) + �14(AGE2 · T4) + �15(AGE2 · T5)

For these interactions, you’re multiplying the column for �3, reflecting AGE2, against the (4 − 1) = 3

columns for those time intervals where the interaction between 2 and 3+ occurs, which yields 3

additional � terms for that interaction.

Note that our linear model (above) now has 15 terms (�1 → �15), matching the number of parameters

in the underlying PIM. This would imply that in fact, our linear model must be ‘complete’.

It will help to look closely at the dummy variable coding for the different AGE groups in the DM

(shown below), which corresponds to the structure of the linear model shown above:

If you look at the DM closely, you’ll recall that a few pages back, we made the arbitrary (in this

example) choice that age-class 3+ individuals are coded as ‘0’ for �2 and ‘0’ for �3, and thus – since

the product of 0 with anything is still 0 – there are no possible interaction terms possible. So, in fact,

the preceding design matrix (above) is the final, finished design matrix, and our linear model is in fact,

complete.

As a final check, we’ll demonstrate that we ‘have it right’ empirically. We’ll use some simulated live

encounterdata (age_3class.inp),generated from the ‘true’ parameterstructure for! and ?, respectively,

shown in the PIMs at the top of the next page.
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1 7 12 13 14 15

2 8 13 14 15

3 9 14 15

4 10 15

5 11

> 6

16 17 18 18 18 18

16 17 18 18 18

16 17 18 18

16 17 18

16 17

p 16

So, 3 age-classes for survival, with full time-dependence in each age class, while for the encounter

probability, 3 age-classes, but no time variation within each age class. We’ll call this model {!C/C/C ?·/·/·}.

So, we’ll start by building the model using PIMs (based on the above). We’ll fit this model using the

logit link, and add the results to the browser:

Now, we construct the same model, using the DM we developed on the previous page. For modeling

encounter probability, we’ll use a simple identity matrix:

As expected, the results are identical between the two models:

How would the design matrix change if you had made age 1 the reference age class in your dummy

variable coding scheme? The change in coding is shown at the top of the next page.
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�2 =

{
1 if age = 2

0 if other
�3 =

{
1 if age = 3

0 if other

Would the linear model itself change, or just the structure of the design matrix (or both)? We’ll leave

that to you as an ‘exercise’. Of course, you should realize by now that while changing the reference age

class will change your interpretation of the �’s, it won’t change the overall fit of the model to the data.

7.3. multiple ‘groups’ of marked individuals

7.3.1. marked as young, multiple marking groups

Suppose you have individuals marked as young (as above), but now, with > 1 groups of individuals

(say, you have 2 different breeding populations, that you wish to compare). Superficially, this seems no

more difficult than setting up the design matrix for multiple attribute groups, as introduced earlier in

Chapter 6. The added complication here though is we also need to model age class. We want to build

a linear model that has the following ‘factorial structure’ (assume we’re modeling survival, !) – let

GROUP be the ‘marking group’ (e.g., the population individuals are marked in), AGE be the age class of

the individual at the time it is encountered, and TIME be the interval over which survival is estimated:

logit(!̂) = GROUP + AGE + TIME + ‘lots of interactions of {GROUP, AGE, TIME}’

As you might have anticipated, the only significant challenge here is working out the interaction

terms. We’ll illustrate the basic steps using some simulated data in 2grp_2age.inp: 2 marking groups

of individuals all marked as young, with 2 age classes within each group (say, young and adult), and 6

sampling occasions. We want to build/fit a model to these data with group differences, age differences,

and full interaction structure, for survival,!. For ?, we’ll simply use a full ‘GROUP × TIME’ structure. Let’s

label this model {!61:C/C,62:C/C ?6.C }.

Here is the PIM structure for this model:

The indexing for !61 and !62 is shown at the top of the next page – note 2 age classes per group, with

time dependence for each age class.
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Go ahead and fit this model to the data, using the logit link:

Now,we want to build the design matrix (DM) equivalent. If we look at the PIM chart on the preceding

page, we see that the DM should have 28 parameters (columns). Of course, figuring out what goes into

those columns is the challenge at hand.

Let’s begin by working out the linear model, starting with the ‘main effects’. We have 2 groups, so we

need (2 − 1) = 1 column to code for GROUP. We have 2 age classes, so we also need (2 − 1) = 1 columns

to code for AGE. Then, 6 occasions (5 intervals), so we need (5 − 1) = 4 columns to code for TIME:

logit(!̂) = GROUP + AGE + TIME + ‘lots of interactions of {GROUP, AGE, TIME}’

= �1 + �2(GROUP) + �3(AGE) + �4(t1) + �5(t2) + �6(t3) + �7(t4) + ...

So, 7 columns for the intercept and the main effects. Let’s enter these first in the DM. Again make

sure you understand how time is coded for the 2 age classes:

What about the interactions? If you look back at the PIM chart, you’ll see that there are 18 survival

parameters. So,we’ll need to use 18 parameters (columns) in the DM to code for survival. So (18−7) = 11
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columns left for the interactions.

Let’s start with the interaction of GROUP and TIME. If you look at the DM at the bottom of the preceding

page, you’ll see that the first GROUP is coded using the ‘1’ dummy variable, while the second GROUP is

coded using the ‘0’. The interaction of the GROUP column with the TIME columns is imply the product of

those columns. So, here are the columns for the interaction of GROUP and TIME:

Next, let’s consider AGE and TIME. Again, we need to remember that not all age classes are represented

in all time intervals. Specifically, there are no adults in the marked sample in the first interval for either

marking group, since all individuals were marked as young. Here is the DM with the interactions of

AGE and TIME added:

Note that there is no AGE.TIME interaction column for the first time interval. This is identical to the

preceding section, except that here we have > 1 group.

So, 14 out of the 18 columns for survival done. Next, the interaction of GROUP and AGE. Pretty easy

– single column. And then, the ‘3-way’ interaction of GROUP, AGE and TIME. Here is the completed DM,
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with the ‘3-way’ interaction columns - 18 total columns. Note that there is no ‘3-way’ interaction for the

first time interval, since there are no maked adults in the first interval:

Finally, we might use the following DM structure for the encounter probability, ?:

<several rows edited out...>

So, 28 total columns in the DM, matching the number specified in the PIM.

If we fit this DM-based model to the data, we see we get exactly the same results (meaning, our DM

corresponds perfectly to the underlying PIM structure):

If you take your time with the interactions, constructing the DM for > 1 group for ‘marked as young’

isn’t too bad. Alas, things are about to get more complicated...
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7.3.2. marked as young + marked as adults

Everything we have covered concerning ‘age models’ has to this point assumed that we were dealing

only with individuals all marked as young (or, at the least, at a common age). However, very commonly

when we take samples from populations we sample individuals from several age classes, and indi-

vidually mark any unmarked individuals of all age classes. For example, if our sample contains both

newborns/juveniles and adults, we will frequently mark both age classes. Of course, we could choose

to just mark the young, but this is often not desirable. Analytically, the question becomes – how to

deal with data from both groups of newly marked individuals? In fact, the use of the word ‘group’ was

intentional – the solution is simply to treat both types of individuals as different groups with MARK.

Previously, we have compared males and females, or controls and treatments, or ‘good’ and ‘poor’

colonies. In this case we simply have ‘marked as young’ versus ‘not marked as young’. In this case, we

are testing the hypothesis that survival within an age-class over a given interval doesn’t depend upon

the age at which the individual was marked.

How do we do this in MARK? In fact, it requires only a slightly more involved application of what

we’ve already done. In effect, the analysis becomes one of comparing survival over a given interval

between these two ‘groups’ (marked as young and marked as adult). We condition our data based on the

age at which the individual was marked: young or adult. For the birds marked as young, we anticipate

the possibility of age-specific differences in survival. Let’s assume time-dependence in survival in the

first age-class (spanning one year), with time variation in the adult age classes – for this group (i.e.,

marked as young). Assume 5 occasions. And (as might be an important ‘detail’ which we’ll consider in

a moment), assume that the frequencies of encounters of ‘marked as young’ occur before the frequencies

of ‘marked as adult’ in the .INP file. Thus, our PIM for birds marked as young would have the following

structure:

1 5 6 7

2 6 7

3 7

4

Butwhatabout the individuals marked as adults? Well, foradults we assume simple time-dependence.

We don’t expect any age-specificity in adult survival. So, our PIM file for marked as adults might be:

8 9 10 11

9 10 11

10 11

11

We have highlighted the word ‘might’, since the PIMs as we’ve indexed them make an explicit

assumption that ‘adult’ survival potentially differs between those individuals originally marked as

young, and those individuals originally marked as adults. For example, consider the second interval

– for individuals marked as young, the indexing for adult survival (i.e., survival of those individuals

who have survived to adulthood) over that interval (parameter index 5) differs from the indexing used

for adults over that same interval for individuals originally marked as adults (parameter index 9).

You might be asking yourself ‘why do this – aren’t ‘adults’ simply ‘adults’, regardless of the age they

were originally marked?’. The answer is – maybe. Consider the two different groups of individuals

– ‘marked as young’, and ‘marked as adult’. What do we know about any ‘adult’ we encounter that

was originally ‘marked as young’? Well, we know for sure where it was born, and thus, we might

conclude that any ‘adult’ originally ‘marked as young’ is a resident (member) of our sampled population.
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On the other hand, consider an ‘adult’ we encounter that was originally ‘marked as adult’. We don’t

necessarily know where that individual was born, and thus there might be some (potentially, a lot) of

uncertainty concerning whether or not this individual adult is a ‘resident’ or ‘transient’ individual. [We

deal explicitly with the analysis of ‘transience’ in section 7.4.] In other words, the ‘marked as adult’

group is potentially a unobservable heterogeneous mix of individuals from different ‘colonies’ (for

example), and we might be interested in testing this hypothesis, by first constructing a model where

the indexing used for adults differs between ‘marked as young’ and ‘marked as adult’ individuals.

So, given this, and if we start by assuming that the ‘marked as adult’ sample is a potentially heteroge-

nous mix (such that their survival estimates might differ from the adults encounter from the ‘marked as

young’ group), what next? In essence, what we want to determine is whether or not the ‘adult survival’

differs between the 2 groups. In other words, do the estimates for parameters 5 → 7 (adult survival

probabilities for birds marked as young) differ significantly from estimates for parameters 9 → 11 (adult

survival for individuals marked as adults).

Why is parameter 8 not included in our lists of parameters to compare? If you think about it for a

moment, and look at the PIMs we’re starting from, you’ll realize why. Parameter 8 is the probability of a

bird marked as an adult at occasion 1 surviving to occasion 2. It cannot be compared with the estimate

for parameter 1, which is the survival of an individual marked as a juvenile at occasion 1 to occasion 2.

So, we would be comparing ‘apples and oranges’ – a juvenile survival probability with an adult survival

probability. By now, you should know exactly how to do this comparison.

In fact, you should realize that there are several ways you could do this – you could modify the

PIMs, or modify the design matrix. The most straightforward approach is to modify the PIMs – simply

setting the various parameters equal to each other, by using the same index value. Which parameters?

5 = 9, 6 = 10, 7 = 11.

So, the PIMs would then look like:

1 5 6 7 8 5 6 7

2 6 7 5 6 7

3 7 6 7

4 7

Got it? Make sure you do! Notice that there the main difference is that with individuals marked

as both young, and adults, there are both young and adults in the first interval. Thus, the parameter

indexing in the PIMs must (in general) reflect this – note that we’ve used 1 for marked as young, and 8

for marked as adults. The actual indexing (numbering) isn’t as important as the structural differences

in the PIMs. Since it is very common to work with data containing individuals marked both as young,

and as adults, it’s important you truly understand what we’re doing here.

begin sidebar

‘age before beauty’ (or something clever like that...)

In the preceding we noticed in passing that assumed that the frequencies of encounters ‘marked as

young’ occur before the frequencies of ‘marked as adult’ in the .INP file. Under this assumption, we

developed the following basic structure (indexing) for the PIMs:

1 5 6 7 8 9 10 11

2 6 7 9 10 11

3 7 10 11

4 11
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But, clearly, having ‘marked as young’ occur before the frequencies of ‘marked as adult’ in the .INP

file is an entirely arbitrary choice. What if instead we flipped it – such that the encounter frequencies

of ‘marked as adults’ occur before the frequencies of ‘marked as young’ in the .INP file? Well, clearly,

this would change the PIM structure from the preceding, where the first PIM is ‘marked as young’

(parameters 1 → 4, juvenile survival, 5 → 7, adult survival), and the second PIM is ‘marked as adults’

(parameters 8 → 11, adult survival), to the following:

1 2 3 4 5 9 10 11

2 3 4 6 10 11

3 4 7 11

4 8

where the first PIM is now ‘marked as adult’ (parameters 1 → 4, adult survival), and the second PIM

is now the ‘marked as young’ group (parameters 5 → 8 juvenile survival, 9 → 11, adult survival).

While to the total number of parameters is the same, there may be some conveniences (or additional

complications), if you go this route, depending on your question(s), and starting model. For example, if

you assume from the outset that adult survival does not differ between ‘marked as young and ‘marked

as adult’ individuals, then you could simply set up the PIMs as:

1 2 3 4 5 2 3 4

2 3 4 6 3 4

3 4 7 4

4 8

The DM corresponding to this PIM structure is quite simple – the adults are a contiguous block of

4 rows (for parameters 1 → 4), as are the juveniles (also 4 rows, for parameters 5 → 8).

On the other hand, if you assume from the outset that adult survival does differ between ‘marked

as young and ‘marked as adult’ individuals, then the DM corresponding to the ‘marked as adults first,

marked as young second’ PIM structure

1 2 3 4 5 9 10 11

2 3 4 6 10 11

3 4 7 11

4 8

is arguably more complex, since now you have discontinuous blocks of rows for adult parameters

(1 → 4, 9 → 11), with juveniles interdigitated between the two (5 → 8). This is tricky (annoying, even)

to set up properly. In the end, the best approach to ‘ordering the age groups’ in your .INP file may

depend on choices you make about the starting (general) model.

end sidebar

7.3.3. Marked as young and adult: the ‘big ugly’ design matrix. . .

Now, for the big test of your understanding of design matrices, and age models. Consider the following

problem – again, we focus on a situation where individuals are marked as both young and adults.

Assume that our general model is a model with 2 age classes for individuals marked as young, 1 age

class for individuals marked as adults. Assume full time-dependence for apparent survival, with no

time variation in encounter probability between adults or young, but different encounter probabilities

between the two groups. Assume we have 7 occasions. The data for this ‘test’ are contained in

age_ya.inp.

Now, we could build our general model using PIMs – here are the apparent survival PIMs, for marked

as juveniles, and marked as adults, respectively.

Chapter 7. ‘Age’ and cohort models...



7.3.3. Marked as young and adult: the ‘big ugly’ design matrix. . . 7 - 35

1 7 8 9 10 11 12 13 14 15 16 17

2 8 9 10 11 13 14 15 16 17

3 9 10 11 14 15 16 17

4 10 11 15 16 17

5 11 16 17

6 17

Parameters 1 → 6 represent first-year survival among those marked as young, parameters 7 → 11

corresponds to adult survival for individuals marked as young (remember, for such individuals, there

is no adult survival for the first interval, since there are no adults yet!). Parameters 12 → 17 correspond

to adult survival for individuals marked as adults, and (finally) parameters 18 and 19 correspond to

encounter probability for individuals marked as young, and adult, respectively. Got it? Make sure you

do. Then, go ahead an fit this model to the data:

Now, while this is all well and good, and we could build our general model this way using the PIM

chart, we realize by now that this is ultimately limiting, since there are some models we can’t build using

the PIM’s. For example, additive models (such as, a model where adult survival and offspring survival

for individuals marked as young differed by an additive constant). So, in general, it is recommended

you try to build your general model using the design matrix. Your challenge, then, is how to build a

design matrix which corresponds to this PIM chart.

Actually, it’s not too bad, if you think it through logically. First, we’ll start with writing out the linear

model for the main effects (as we’ll see, there is another, equivalent way to write out the model). We’ll

let M represent ‘age at marking’ (one level of grouping), and A represent the ‘age of the individual at time of

encounter’ (note that A is nested within M). As per usual, we’ll let ‘t’ represent TIME.

Here is the linear model showing just the main effects:

logit(!̂) = �1 + �2(M) + �3(A) + �4(t1) + �5(t2) + �6(t3) + �7(t4) + �8(t5)

+ ‘a bunch of interactions...’

As indicated, while setting up the main effects is relatively simple, setting up the interactions of the

main effects is not quite so straightforward, and will require a bit of thought.

We’ll start with a 2-way interaction between age at marking (M) and time (t), because in some senses, it

is the easiest. Look again at the PIMs (above). We see clearly that both age at marking groups M (marked

as young, marked as adults, respectively) are present in all time intervals.

So, we add the interaction of M and t for all intervals 6 intervals – five additional � parameters (�9 →

�13), resulting in a linear model which for the moment has 13 total parameters of the 17 we need (as

specified by the PIMs shown at the top of this page):

logit(!̂) = �1 + �2(M) + �3(A) + �4(t1) + �5(t2) + �6(t3) + �7(t4) + �8(t5)

+ �9(M.t1) + �10(M.t2) + �11(M.t3) + �12(M.t4) + �13(M.t5)

+ ’the remaining interactions...’
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Now, about the remaining (4) parameters we need? Here, we consider the interaction of age (A) and

time (t). Look again at the PIMs (below). Note that there are plausible interactions between age classes

(i.e., juveniles, and adults) only for those individuals marked as young (since juveniles don’t exist among

individuals marked as adults), and only over intervals 2 → 6 (shown shaded in grey):

1 7 8 9 10 11 12 13 14 15 16 17

2 8 9 10 11 13 14 15 16 17

3 9 10 11 14 15 16 17

4 10 11 15 16 17

5 11 16 17

6 17

So, we add four � parameters for this interaction between age (A) and time (t), for the final 5 intervals

logit(!̂) = �1 + �2(M) + �3(A) + �4(t1) + �5(t2) + �6(t3) + �7(t4) + �8(t5)

+ �9(M.t1) + �10(M.t2) + �11(M.t3) + �12(M.t4) + �13(M.t5)

+ �14(A.t2) + �15(A.t3) + �16(A.t4) + �17(A.t5).

giving us a final linear model consisting of 17 total parameters – matching the 17 parameters indexed in

the PIMs. [Note: some of you might be wondering ‘why no ‘3-way interaction term’ (i.e., why no M.A.t

columns?’. Well, beyond the obvious answer that such interactions would require > 17 parameters,

which would be inconsistent with the PIMs, the answer is quite simple – there are no young individuals

within those marked as adults, so there is no logical 3-way interaction. The same logic applies for ‘why

no (A.M) column?’.]

So, we can now proceed to construct the DM corresponding to this linear model (shown at the top

of the next page). Pay close attention to the column labels – they’ll help keep track of what is going on.

First, the intercept (B1). The, a column (B2) for the ‘age at marking’ group (M). Then, a column (B3) for

‘age at time of encounter’ (A), followed by the 5 columns (B4 to B8) representing the coding for the 6

time (t) intervals (t1 to t5).

Then the interactions – pay particularly close attention to the coding here.
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Note that for the interaction of M and t, that all of the time coding for both ages for the ‘marked as

young’ group is included. And, for the A and t interactions (nested within the ‘marked as young’ group),

only the plausible interactions for t2 to t5 are shown (as is the usual case for ‘age models’).

Go ahead and run this DM-based model, and add the results to the browser. We see (below) that the

model fit is identical to the model we built initially using the PIMs:

You are urged to study the preceding design matrix carefully. If you understand it, great! This is

perhaps one of the more difficult design matrices you can build – but a very common one. If you don’t

understand it, go back through the preceding page or so, and try again.*

OK, to make sure, a final test (and you thought we were done...). Same data set as above, but now you

want to build a particular reduced model, corresponding to the following PIM structure for survival

(again we assume 7 occasions in the study).

1 8 9 10 11 12 7 8 9 10 11 12

2 9 10 11 12 8 9 10 11 12

3 10 11 12 9 10 11 12

4 11 12 10 11 12

5 12 11 12

6 12

The structure of the first PIM (representing individuals marked as young) should be familiar – the

diagonal represents the first year after marking, and the off-diagonal represents time-varying survival

for these individuals as adults. However, there is a catch – notice that the indexing for the juveniles

ends at ‘6’, whereas the adult indexing starts with ‘8’, not ‘7’. Why?

The reason is explained by looking at the second PIM, representing marked as adults. Here, we use

the same indexing (8→ 12) in both PIMs, for adult survival for the 2nd through 6th intervals. In other

words, here, we’re assuming that adult survival is the same, regardless of whether or not the individuals

were marked as your, or marked as adults (whereas earlier, we allowed for adult survival to differ as a

function of age at which the individual was marked).

But, what about the use of the index ‘7’ in the first column in the second PIM? We need to come up

with a coding reflecting that for those marked as adults, we do in fact have an adult survival estimate

over the first interval. But, since there are no adults in that interval for individuals marked as young,

we can’t constrain the two PIMs to have the same indexing for that interval.

Let’s start by building this model using the PIMs themselves (above). At the top of the next page,

we’ve added the results of fitting this model (which we’ve labeled simply as ‘phi(t/t - same adult)’)

to the browser.

* Earlier in this chapter we demonstrated that we can build a DM for models with > 1 group using either a common intercept
(where non-intercept � terms reflect the degree to which group estimates differ from the reference value represented by the
intercept), or we could use separate intercepts, where each group gets its own intercept. In fact, we can exploit the idea of
‘common’ vs. ‘separate’ intercepts for different groups as a ‘short-cut’ to building models with complex higher-order interaction
terms. See the -sidebar- beginning on p. 39.
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While we can (and just did) build this model using PIMs, we should be able to construct the identical

model by modifying the design matrix corresponding to our most general model.

Look closely again at the design matrix for our general model, shown at the bottom of p. 36. The

interaction of ‘age of marking‘ (M, column B2) and time (columns B4→ B8) is shown in columns B9→

B13. The interaction of ‘age within age of marking’ (A, column B3) and time is shown in columns B14→

B17.

So, how do we build our reduced model, where adult survival is constrained to be the same for

individuals marked either as young or adults? Simple, if you realize that our reduced model does not

have an interaction between time (t) and ‘age atmarking’ (M). In otherwords,we simply need to eliminate

any effect of ‘age at marking’.

So,we (1) delete the column corresponding to the ‘age atmarking’ factor,M (i.e., column 2,B2),and then

(ii) delete the columns corresponding to the interaction of ‘age at marking’ (M) and time (i.e., columns

B9→ B13).

Are we done? Look carefully – count the columns. We see that the modified DM (above) has 13 total

columns. But, according to the PIMs on the preceding page, we need 14 columns! Have we made a

mistake?

Well,notexactly,but there is one furtherstep we need to make.Thinkabout the remaining interactions,

between age (A) and time (t). Normally, we think of there being one fewer interval for ‘adults’ in a typical

age model. But, now that we’ve eliminated the differences as a function of ‘age at marking’ (M), we now

have both age classes (i.e., juveniles and adults’) in all time intervals. So, we need to add a column for

this interaction over the first interval, giving us the needed 14 total columns, as shown below.
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Compare this final DM with the preceding one – make sure you see what we’ve done:

Go ahead and fit this model using the modified DM to the data. You should see (browser, below) that

it produces the identical fit as did the equivalent model we constructed using the PIMs:

begin sidebar

a clever (but limited) trick for building ‘big ugly DM with interactions...’

The preceding several pages have illustrated the ‘challenges’ of building complex age’ models that

involve higher-level interaction terms. However, as suggested at various points, there is an approach

for constructing the DM for the general model with ‘full interactions’ that is quite straightforward to

implement – if you are not interested in modifying this DM to build additive models. This approach

involves using a separate intercept for each group.

We will demonstrate this be re-visiting the preceding analysis of data from individuals marked as

both young and adults (section 7.3.3) – this analysis involved the most complex DM in this chapter,

with multiple interaction ‘columns’. Here again is the PIM structure for our general model

1 8 9 10 11 12 7 8 9 10 11 12

2 9 10 11 12 8 9 10 11 12

3 10 11 12 9 10 11 12

4 11 12 10 11 12

5 12 11 12

6 12
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and the corresponding DM with a single, common intercept:

From the PIM structure, we see (in effect) 3 groups: juveniles marked as juveniles, adults marked

as juveniles, and adults marked as adults. So, if we use a separate intercept for each group, this means

3 intercepts. Here is the DM reflecting this:

Columns 1 → 6 model juveniles marked as juveniles, 7 → 11 model adults marked as juveniles,

and 12 → 17 model adults marked as adults. If you build and fit this DM to the data used in section

7.3.3, you’ll see (by looking at the model deviance or −2 ln(L)) the fits are identical.

Using separate intercepts to build the ‘full interaction’ model is straightforward, and much simpler

(mechanically, and perhaps conceptually) than using the single ‘common intercept’ approach we have

generally used. However, a DM constructed using separate intercepts for different groups cannot be

easily modified to construct models nested within the general model (e.g., additive models).

end sidebar
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7.4. ‘Time since marking’ – when an age model is NOT an ‘age’

model

In the preamble to this chapter we noted that ‘age’ models are generally motivated by the fact that

we expect that individuals of different ages might have different survival or recapture probabilities.

Also recall that we noted that within a cohort, age and time were synonymous (and thus, age and time

effects could not be separately estimated, at least within a cohort). In fact, the age of an animal is always

defined as the time since the animal was marked. If the animal was marked as a newborn, then the time

since marking is equivalent to true chronological age. But, what if the animal was marked as an adult

– say, as a 3 year old? If the year of marking is year (t), and it is currently year (t+5), then the animal is

chronologically 8 years old, but it is 5 years old, relative to the age at which is was marked.

Why do we care? We care because in many instances, we do not expect to detect true age differences,

but rather, differences among individuals as a function of the relative time since marking. Recall that in

a true age model, we anticipate that the survival (for example) of newborns might be different (typically

lower) than the survival of adults. Structurally, this is equivalent to saying that we anticipate that the

survival the year after marking (which in this case refers to the first year of life) will differ from the

survival in subsequent years of life (i.e., among those individuals surviving the first year of life, we

expect these surviving individuals – now adults – to have different survival in all subsequent years). So,

in essence,we are considering variation in survival (in this example) as a function of ‘time since marking’

(which we will refer to as ‘TSM models’). So, hereafter, we distinguish between ’true’ age models (where

we are interested in true, chronological age effects) from TSM models, where we’re not interested in

age, per se, but the time elapsed since the animal was marked (i.e., relative age).

A reasonable question at this stage is, ‘Why do we need to considerTSM models at all?’. As mentioned,

there are a number of common situations where it is the time since marking which influences various

parameters. We’ll introduce one fairly well-studied example to illustrate the use of TSM models: the

presence of transient individuals in marked samples. The consideration of transience in marked samples

begins with the seminal paper by Pradel and colleagues (1997). We follow Pradel et al. and define a

transient individual as ‘an individual that is marked, released, and which then permanently emigrates

from the sample, such that it is no longer available for encounter in the future’.

In other words, a transient is an individual that is seen once (the marking event), then never

seen again, because it has emigrated from the population. Recall that in a classic live encounter

study, we cannot separate true death from permanent emigration (they are confounded). Thus, a

transient individual, which by definition permanently emigrates from the population, will appear

to have ‘died’. (We realize that some of the more biologically-minded readers will at this point be

wondering about ‘temporary emigration’ – the case where an individual leaves the sample, but not

permanently. Temporary emigration is dealt with in a subsequent chapter (15) on the ‘robust design’.

We differentiate transient individuals (as defined previously) from resident individuals, which are

those individuals that are marked, released, and stay in the sample. Conditional on remaining alive,

these resident individuals thus have the potential to be encountered again, after the initial marking

event. The presence of both resident and transient individuals in the sample is a clear violation of one

of the assumptions of the classical CJS model – namely, that all individuals have the same probability

of subsequent encounter. The presence of residents and transients violates this assumption, since

transients (which have an encounter probability after marking of 0) do not have the same probability

of encounter as do residents. Thus, the population is said to show heterogeneity among individuals, in

one or more parameters. Earlier in the chapter, we allowed for differences among individuals in terms

of true chronological age. But, how do we account for differences among residents and transients in the

present example?
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The clue to answering this is to recall that a transient is an individual which permanently emigrates

after marking. If we start by assuming that this emigration ‘event’ occurs during the interval after

marking, we might start to see a connection with TSM models. If not, the following numerical example

should make this clear. Suppose that we have a population of some bird species, where the annual

survival of residents is a constant, !'4 = 0.8. Suppose that the encounter probability for this population

is also constant, and equal to 1.0 (i.e., there is perfect, complete registration of all living resident

individuals). Now, what about transients? Well, if a transient permanently emigrates immediately after

marking, then its apparent survival probability is !)A = 0.

Now, imagine we start with a sample of 100 individuals from some population. Assume that they are

all adults of the same age at the time of marking (thus, no heterogeneity in true age). Suppose that 50%

of them are resident, and 50% are transient. Of course, in the ‘real world’ we wouldn’t know this, but for

the moment, we’ll assume that we do. So, R1 = 100. Given that ? = 1, then how many individuals from

this release cohort would we expect to see at occasion 2? Fairly easy calculation, if you remember that

the apparent survival probability for residents is 0.8, and for transients is 0. Since 50 individuals in R1

are residents, then we expect that 80% of them (40/50) and be encountered at occasion 2. In contrast, of

the 50 transient individuals in R1, all of them will emigrate, and thus no transients will be encountered

at occasion 2.

Thus, what we would ‘see’ in our data is R1 = 100, and the number encountered at occasion 2 is 40.

If we didn’t know the starting, true proportions of residents and transients in the population, then our

estimate of survival for the 100 marked and released individuals would be (40/100) = 0.4. Obviously,

this is not a good estimate of true resident survival probability. It is biased low – we estimate an apparent

survival probability of 0.4, but the true survival probability is 0.8! Clearly, our estimate is negatively

biased.

What about the interval between occasion 2, and occasion 3. Recall that at occasion 1, our release

sample R1 consisted of both residents and transients. However, by occasion 2, our sample consists

entirely of residents (since by definition the transients all emigrated during the interval between

occasion 1 and 2). Thus, over the interval from occasion 2 to occasion 3, we would expect the estimated

survival to reflect that for residents (i.e., !'4 = 0.8), since there are only residents released at occasion

2. And so on for the interval from occasion 3 to occasion 4, occasion 4 to occasion 5. . .

Now, what does this have to do with TSM models? Well, from the preceding, it is clear that during

the interval after marking, the marked sample is a mixture of residents and transients – let’s call the

apparent survival probability estimated over this interval !"1, where ‘M1’ refers to the first year after

marking – the M indicating ‘marking’. Let !"2+ be the survival rate estimated during the intervals after

the first interval following marking, where ‘M2+’ refers to years 2 and over after marking).

Thus, for a single release cohort, we could write:

1
!"1
−→ 2

!"2+
−→ 3

!"2+
−→ 4

!"2+
−→ 5

Now,suppose that we release newly marked individuals at each occasion – if we have 5 total occasions,

we could write

cohort 1 1
!"1
−→ 2

!"2+
−→ 3

!"2+
−→ 4

!"2+
−→ 5

cohort 2 2
!"1
−→ 3

!"2+
−→ 4

!"2+
−→ 5

cohort 3 3
!"1
−→ 4

!"2+
−→ 5

cohort 4 4
!"1
−→ 5
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Which, in MARK (PIM) format, is equivalent to

1 2 2 2

1 2 2

1 2

1

Look familiar? It should – it’s identical to the PIM for a 2 age-class model, with no time variation

in either age class! Here, though, we are not dealing with true ‘age’ differences, but an effect of

heterogeneity in the sample. And yet, the PIM is identical to what we might use for an ‘age’ model.

And, therein lies the potential for confusion – if you use a PIM with ‘age’ structure to analyze a data set

that doesn’t have real age effects (say, a data set where everyone is marked as an adult), you are bound

to confuse someone who may not know that an ‘age’ model refers to a particular model structure, and

not necessarily to true age. So, we recommend use of ‘TSM models’ as the generic name for such models

– if you really are dealing with ‘true’ age effects (such as might be the case when you have individuals

marked as young), then you probably should call them ‘age models’.

To reinforce the utility of TSM models, let’s consider an example of some simulated live encounter

data which contains both resident and transient animals (transient.inp). At each of 8 occasions, we

simulated the release of 500 newly marked individuals. To keep things simple, we assumed that at each

occasion, the sample consisted of the same proportion of residents to transients (70% residents, 30%

transients). We assumed that survival of residents was constant, 0.8, and that the encounter probability

of residents (conditional on surviving) was 0.7.

To reinforce the typical steps in an analysis, we’ll start with a GOF test of a general model to these

data. Now, you might have reason to suspect transients in this population, enough that you might make

an a priori decision to fit a general model with structure which accounts for transients (the TSM models

we’re introducing here, for example). But, for the moment, let’s ‘pretend’ we know nothing about these

data – under such circumstances, we typically would start with a standard ‘time-dependent’ model.

We’ll do so here – we’ll fit model {!C ?·} to the data.

Go ahead and run this model in MARK. If we run a median 2̂ GOF test, we find that the estimated

2̂ is ∼ 1.9. While this is not unreasonably large (i.e., it does fall below our rule-of-thumb 2̂ ≤ 3), it does

give us some indication of lack-of-fit of this model to the data.

Looking at the model residuals (below) seems to confirm this:
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If the model was a ‘good-fitting model’, we would expect that there would be no ‘trend’ (non-

randomness) in the pattern of the residuals - half of the residuals should be above the 0.000 line, and half

should be below. Further, if there is no extra-binomial variation, then most of these residuals should

be fairly close to the 0.0000 line (between the two horizontal dashed lines in the figure). This is not

what we see – there is a clear asymmetry of distribution of the points around the 0.000 line (in this case,

more of the residuals are above the 0.000 than are below it), and a fair number of the residuals are well

above/below the dashed lines. Given this, together with the estimate of 2̂ = 1.9, would suggest that we

need to find a better general starting model.

So, let’s try fitting a TSM model – we might ‘suspect’ this is likely to be a better model structure for

these data. We’ll fit the TSM model with 2 M-classes, constant over time in each class (call this model

{!"2−·/· ?·}). Here are the results:

The model with 2 M-classes is the best model – it has 100% of the weight! This isn’t surprising since

it is the ‘true’ model for the simulated data. The point of note, however, is that a model with ‘age’ in the

structure fits these data better than a simple time-dependent model, even though there are no true age

effects in the data.

We can confirm this by looking at the estimate of 2̂ for this model (∼ 1.01), and by looking at the

residual plot, below:

We see that in this case, the residuals are distributed evenly above/below the 0.000 line, indicative

of pretty good fit of the model to the data.

Further, if we look at the estimates from the most parsimonious model
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we see that the estimate of survival of the first M-class (i.e., in the interval following marking) is

negatively biased, 0.5612 (as expected),whereas the estimate of survival for subsequent intervals, 0.8067,

is very close to the ‘true’ underlying parameter value 0.8.

Recall that after the first interval, the marked sample for a given cohort consists entirely of residents,

who will survive at the resident survival probability (0.8, in this case). The estimate of p is not influenced

by transient individuals (since they are all out of the sample by the second occasion) – remember that

p is estimated conditional on surviving and remaining in the sample. So, clearly, transient individuals

do not influence the estimate of p.

So, by fitting a TSM model to these data, we were able to derive an unbiased estimate of resident

survival probability – we accomplish this by accounting for differences in survival as a function of

time since marking-in this case, time since marking corresponds to changes not in age, but in the

heterogeneity of the marked individuals in the sample.

begin sidebar

proportion of transients in newly marked sample

For completeness, we note that from the estimates of survival for the 2 M-class, we can derive an

estimate of the proportion of residents in the ’newly marked’ sample of individuals for a given interval

by taking !̂)+" (i.e., estimated survival over the a particular interval where both residents and

transients are in the marked sample) and dividing it by !̂'4 (i.e., the estimate of survival over the

same interval when only residents are in the sample). In other words, the estimates along the diagonal

divided by the off-diagonal estimates, for a given interval – i.e., within a column of the PIM.

In this case, where the underlying probabilities and proportions of residents and transients in the

newly marked sample were constant over time (since we simulated them that way), the proportion of

residents would be given as 0.561/0.807 = 0.695 ∼ 70%,which was the true value used in the simulation.

Clearly, 1 − (0.561/0.807) gives the proportion of transients in the marked sample (note: in the sample,

not necessarily in the population).

Why does this work? Simple algebra. Let the total number of birds released at occasion 1 for a given

cohort be (#)A+#'4 ), where #)A = number of transients in the sample, and#'4 = number of residents

in the sample. Since only residents will be encountered at occasion 2 (conditional on surviving), then

the number of individuals expected alive at occasion 2 is!'4#'4 (where!'4 is the survival probability

of residents). Thus, the apparent survival probability over the first interval is !'4#'4/(#'4 + #)A ).

From occasion 2 to occasion 3,within the same cohort, the population consists entirely of residents.The

survival probability of residents is !'4 . Thus, the survival in the first interval divided by the survival

after the first interval is [!'4#'4/(#'4 + #)A )]/!'4 = #'4/(#'4 + #)A ), which is the proportion of

residents in the sample! For details, see the Pradel et al. (1997) paper.

To get an estimate of the SE for the proportion of residents (or transients), we could use the Delta

method (described in Appendix B).

end sidebar

7.4.1. Age, transience and the DM – a complex example

We end this section with consideration of a more complex example. The purpose of this example is to

reinforce our understanding of building design matrices for TSM models. Such models are arguably

among the most complicated you are likely to work with in practice, and if you are able to work through

this example, you can be fairly confident that you’re likely to be able to handle even complex problems.

The basic idea(s) are very similar to what covered earlier, in section 7.3.1.

Here we imagine a 6 occasion study where where have individuals marked as young, and adults.

Amongst those marked as young, we anticipate temporal variation in survival over the first year (i.e.,
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within the first TSM class), but constant among individuals surviving to become adults. Among those

marked as adults, we suspect that the first TSM class consists of some temporally variable mixture

of resident and transient individuals (defined as in the preceding example). After the first year after

marking (i.e., after the first TSM class), we anticipate adult survival is constant over time.

However, we have some reason to suspect that survival of adults may differ as a function of the age at

which individuals were initially marked and released. We expect that encounter probability is constant

over time, with no TSM structure, and does not differ as a function of age at marking. The data for this

example problem are contained in age-transients-full.inp. Note that in this input file, the encounter

frequencies for the ‘marked as adult’ group come first, followed by the encounter frequencies for the

‘marked as young’ group).

Start a new project, remembering that you have 2 attribute groups, which we’ll label ‘ma’ and ‘my’

(corresponding to ‘marked as adult’ and ‘marked as young’, respectively). Since this is a fairly complex

problem, we’ll start by constructing our general model using PIMs. For our general model, we’ll assume

full time dependence throughout. We’ll label as {!ma:C/C my:C/C,Δadt ?·}, where ma refers to ‘marked as

adults’, my refers to ‘marked as young’, and Δadt refers to ‘adult survival differing as a function of age

of marking’.* The PIMs corresponding to apparent survival ! for ‘marked as adults’ and ‘marked as

young’ are shown at the top of the next page.

For the ‘marked as adults’ group (left-hand PIM), parameters 1 → 5 correspond to the first TSM

class (which contains a mixture of transients and residents), while parameters 6 → 9 correspond to

‘adult’ (ie., resident) survival. For the ‘marked as young’ group (right-hand PIM), parameters 10 → 14

correspond to the first TSM class (i.e., age 0 → 1), while parameters 15 → 18 correspond to the adults.

With constant and equal encounter probability for both groups, we have 19 total parameters in our

model.

Run this model, and add the results to the browser:

* Coming up with a ‘naming convention’ for TSM models can prove somewhat of a challenge.
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Note that we add the word ‘PIM’ to the model name to indicate that this version of the general

model was constructed using PIMs. We will use this model to ‘confirm’ that the we have constructed

the equivalent DM-based model correctly.

Let’s start the construction of the DM corresponding to the parameter structure specified by these

PIMs by writing out the first few terms in our linear model, corresponding to the ‘main effects’:

! = intcpt + M + A + T,

where M refers to the ‘age of marking’, A refers to ‘age’ (or TSM class) within age of marking group), and

T refers to time. Since there are 2 age of marking groups, then we need one column in the DM to code

for M. Since there are 2 age (TSM) classes within each age of marking group, we need one column in the

DM to code for A. And finally, since there are 6 occasions, there are 5 intervals, so we need four columns

in the DM to code for T. So, our linear model so far is

! = intcpt + M + A + T

= �1 + �2(M) + �3(A) + �4(T1) + �5(T2) + �6(T3) + �7(T4)

Let’s start our DM by coding these 7 terms (shown below):

After the single column for the intercept, we code the M effect: we use 1’s to indicate ‘marked as adult’,

and 0’s to indicate ‘marked as young’. This is followed by the column coding for the A effect – here we use

1’s to code for the first TSM class within each age of marking group, and 0’s to code for the second TSM

class. Recall that for ‘marked as adults’ the first TSM class reflects a mixture of residents and transients,

whereas for the ‘marked as young’ group, the first TSM class are juveniles. Finally, 4 columns to code

for each of the time intervals (here we use the final time interval as the reference interval). Note again

that the second TSM class is not represented in the first time interval (and thus the time coding for the

second TSM class begins with the second interval).

Now, for the interactions of the main effects, which is typically the largest challenge. The key is in

remembering that coded interactions must be ‘plausible’. So far, we have 7 parameters for ! in our DM,

meaning, we have (18 − 7) = 11 parameters remaining for the interaction terms. Which in turn means
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that if we have more or less than 11 columns for our interactions, we’ve made a mistake somewhere.

What are the ‘possible’ interactions? For a model with 3 main effects (M, A and T), there are 3 possible

two-way interactions (M.A, M.T, and A.T), and 1 possible three-way interaction (M.A.T). Remember, if

any of the two-way interactions aren’t plausible, then neither is the three-way interaction (since the

three-way interaction consists of the product of a given two-way interaction and the remaining effect).

So, in theory, our linear model could look like

! = intcpt + M + A + T

+ M.A + M.T + A.T

+ M.A.T

So, which of the ‘possible’ interactions are ‘plausible’? Start with the (M.A) interaction. We see from

the DM (above) that there is ‘symmetry’ between the two groups (‘marked as adult’ and ‘marked as

young’) in the TSM structure. So, there is a plausible (M.A) interaction term. Since the (M.A) interaction

is the product of two single columns, then the (M.A) interaction is coded as a single column. So, that

would give us (7 + 1) = 8 columns; 10 remaining.

What about the (M.T) interaction? Again, we see that the time columns are symmetrical between the

two age of marking groups. In other words, the time coding for ‘marked as adults’ is perfectly replicated

for the ‘marked as young’ group. So, we have a full (M.T) interaction (1 column for Mwith 4 columns for

time, yield 4 columns for the M.T interaction term). So, (8 + 4) = 12 columns coded so far; 8 left.

Next, the (A.T) interaction. Here,we simply need to remember that an (A.T) interaction is not plausible

for all time steps. Since there are no individuals representing the second TSM class in the first time

interval foreither the ‘markedas adult’ or ‘markedas young’ groups,then (A.T) interactions are plausible

only for time intervals 2 → 5. So, 3 columns for the (A.T) interaction. So, to this point, (12 + 3) = 15

columns; so, 3 left.

Finally, the three-way interaction, (M.A.T). All we need to do at this point is take the (A.T) interaction,

and multiply through by the M term. We know that we have 3 columns left to code for the three-way

interaction. Fortunately 1 (for M) times 3 (for the (A.T) interaction columns) = 3!

The completed design matrix for our general model is shown below:
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To confirm that we’ve have correctly constructed the DM, run the model, making sure to change the

model name to indicate that we’re using the DM, and add the results to the browser:

Notice that the model deviances between the model built with PIMs, and the one we just fit using

the DM approach, are identical. This indicates that our DM is correct.

A final test of our understanding. Suppose we want to build a reduced parameter model, where

survival varies temporally for the first TSM class for both ‘marked as adult’ and ‘marked as young’

groups, but with no time variation in the second TSM class, and the same value between marking

groups (in other words, time-invariant survival of the second TSM class that does not vary as a function

of the age of marking).

The PIM structure for this model would look something like that shown below:

But, recall that we’d like to build these models by modifying the DM of our general model. Here is

the modified DM which corresponds to this reduced parameter model:
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Pay particular attention to the way we’ve modified the M coding: since we’ve eliminated any effect of

age of marking on survival for the second TSM class, we eliminate the 1’s coding for the second TSM

class for the ‘marked as adults’ group. The rest of the DM should be fairly self-explanatory.

7.5. Age/TSM models and GOF

If you remember back to Chapter 5, you may recall that there are various ways to test for GOF for a given

model. Looking at deviance residual plots was described above. Note that because age/TSM models

have more parameters than standard time-dependent CJS models, then in fact age/TSM models are

more ‘general’ than CJS models, and as such, should be models for which you assess fit (if such models

are included in your candidate model set). You can use either RELEASE (for model with 2 ‘classes’,

by adding some of the individual component tests – discussed in Chapter 5), the bootstrap, median-2̂

or Fletcher-2̂ methods, or program U-CARE, which has a large number of component tests specific for

age/TSM models (including transience testing, for example).

7.6. Cohort models

The time-dependent CJS model assumes that neither survival nor recapture differamong release cohorts.

Is this a reasonable assumption? Suppose, for example, that animals newly marked on occasion 3 were

present in the population on occasion 1, but were simply ‘missed’ from the marking sample. Perhaps

there is a ‘reason’ why these animals were missed – and this reason might influence subsequent survival

or (perhaps more likely) recapture probability. Another common example is that cohorts differ in

the environmental conditions experienced by the individuals during marking, such that subsequent

survival, or recapture, or both, are affected.

In essence then, a cohort model is simply one where survival and/or recapture probabilities differ as

a function of the cohort an animal is first released into. In its simplest form, a cohort model for survival

(but not recapture) can be represented as:

cohort 1 1
!1
−→ 2

!1
−→ 3

!1
−→ 4

!1
−→ 5

cohort 2 2
!2
−→ 3

!2
−→ 4

!2
−→ 5

cohort 3 3
!3
−→ 4

!3
−→ 5

cohort 4 4
!4
−→ 5

For recapture, we still maintain the usual time-dependent parameter structure:

cohort 1 1 −→ 2 −→ 3 −→ 4 −→ 5

?2 ?3 ?4 ?5

cohort 2 2 −→ 3 −→ 4 −→ 5

?3 ?4 ?5

cohort 3 3 −→ 4 −→ 5

?4 ?5

cohort 4 4 −→ 5

?5
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In this case, survival is constant over time, but differs among cohorts. How would this be represented

by MARK? In other words, what would the PIMs look like?

For survival,

1 1 1 1

2 2 2

3 3

4

and for recapture

5 6 7 8

6 7 8

7 8

8

Of course, we could add time-dependence within-cohort, but this will substantially increase the

number of parameters. For example, consider the following (cohort × time) model for survival (shown

at the top of the next page) – estimates differ over time within cohort, but over a given interval, they

differ among cohorts.

cohort 1 1
!1
−→ 2

!2
−→ 3

!3
−→ 4

!4
−→ 5

cohort 2 2
!5
−→ 3

!6
−→ 4

!7
−→ 5

cohort 3 3
!8
−→ 4

!9
−→ 5

cohort 4 4
!10
−→ 5

Not only is the number of parameters increased significantly, but the number of estimable and non-

estimable parameters is also changed. For example, suppose that the preceding model is applied to

survival, but simple time-dependence for recaptures.

cohort 1 1 −→ 2 −→ 3 −→ 4 −→ 5
?2 ?3 ?4 ?5

cohort 2 2 −→ 3 −→ 4 −→ 5
?3 ?4 ?5

cohort 3 3 −→ 4 −→ 5
?4 ?5

cohort 4 4 −→ 5
?5

How many estimable parameters would there be? As discussed in Chapter 4, one way to count the

number of estimable parameters for any single-group model is to write out the probability statements

for each of the ‘saturated’ capture histories.
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For this example, the saturated histories, and their corresponding probability statements are:

encounter history probability

11111 !1?2!2?3!3?4!4?5

01111 !5?3!6?4!7?5

00111 !8?4!9?5

00011 !10?5

How many unique, identifiable parameters are there? The key to answering this question lies in the

terminal product terms (i.e., !4?5, !7?5 . . .). Each of these � terms contains ?5. Is ?5 estimable? No – not

without more information! As such, we have 4 different � terms – and thus 13 parameters.

As you might imagine, with progressively complex models, it can be more work to count the number

of parameters. And, knowing the number of parameters is essential for model selection.

begin sidebar

cohort models with individuals marked as young

What about cohort models where individuals are marked as young? Well, in such cases, you run into

an interesting consideration: for animals marked as young, as time passes, they get older. Thus, within

a cohort, age and time are the same (as we’ve discussed previously). In fact, age, time and cohort are

collinear, since

age = time - cohort

As such, you can’t consider all 3 factors simultaneously (i.e., you can look at age and cohort, or age

and time, or cohort and time, but not all 3 together).

And, in fact, this may be the larger reason why use of ‘cohort’ models is relatively infrequent. The

most common scenario where you might be interested in a ‘cohort’ effect is when you have reason to

believe (or evidence suggesting) that early development (growth) strongly influence future survival

(say). Individuals brought up in ‘good years’ might have higher survival than individuals brought up

in ‘bad years’. This is more than likely to occur through environmental influences (i.e., 1good’ vs. ‘bad’

years) on early growth (i.e., over the time of development from juvenile → adult).

the problem, then, is how do you disentangle ‘cohort’ effects from the influence of both ‘age’ and

‘time’, when the 3 factors are collinear? The answer is, you can’t, as already noted earlier. You can

evaluate at most 2 of 3 factors, which is particularly problematic in this type of scenario, since you’re

invariably leaving out something important.

However, for the sake of completeness, we forge on...

end sidebar

7.6.1. Building cohort models: PIMS and design matrices

The preceding suggests pretty strongly that in most cases, you’ll build cohort models using PIMs. But,

as you by now no doubt realize, if you want to apply any constraints to the model, or build additive

models, then you’ll need to use the design matrix.

Although the basic ideas behind building design matrices for cohort models are pretty much the

same as we’ve seen before, you need to think a bit when it comes to (cohort × time) models. Let’s have

a quick look at a couple of them.
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Suppose you have a 5 occasion mark-recapture study, and you are interested in building a series of

cohort models for survival. Suppose your candidate model set consists of {!2>ℎ>AC} and {!2>ℎ>AC.C8<4}.

The basic PIM structure for !2>ℎ>AC (i.e., cohort effects only, no time variation) is

1 1 1 1

2 2 2

3 3

4

whereas the PIM structure for !2>ℎ>AC.C8<4 is

1 2 3 4

5 6 7

8 9

10

Now, there are a couple of equivalent design matrices for both of these models. Recall from Chapter 6

that we can often use the identity matrix to code for certain linear models in place of the intercept-based

approach. The advantage of the latter, however, is that it allows for easy testing of certain constrained

models.

For the first model !2>ℎ>AC , the two equivalent design matrices would be

X1 =



1 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1



X2 =



1 1 0 0

1 0 1 0

1 0 0 1

1 0 0 0



The first design matrix (X1) is the standard identity matrix. In the second design matrix (X2), the first

column is the intercept, while the next 3 columns code for the level of the ‘treatment’, cohort. Since there

are 4 cohorts in a 5 occasion study, then we need 3 columns. Each row of the matrix corresponds to a

different cohort.

OK, probably pretty straightforward, at this point. What about model {!2>ℎ>AC.C8<4}? Well, as it turns

out, this is somewhat more complicated, for some of the same reasons building the design matrix for

the fully time-dependent age model was a few pages back: because there are some ‘cohort × time’

interactions which do not occur. As such, it turns out there are several equivalent intercept-based linear

models that will yield the same fit. We’ll spend just a moment here on this – if for no other reason that

it forces us to think a bit more deeply about design matrices.

Now, for model !2>ℎ>AC.C8<4 , the (10 × 10) identity matrix design structure corresponding to the PIM

would look like:

1 2 3 4

5 6 7

8 9

10

D =



31,1 0 . . . 31,10

0 32,2 . . . 32,10

...
...

. . .
...

0 0 . . . 310,10



=



1 0 . . . 0

0 1 . . . 0

...
...

. . .
...

0 0 . . . 1
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What about the intercept-based design matrix? Obviously, we need a column for the intercept. The

cohort and time columns should be pretty straightforward: we have 4 cohorts, so 3 columns: let ‘1 0

0’ be the coding for cohort 1, ‘0 1 0’ be the coding for cohort 2, ‘0 0 1’ be the coding for cohort 3, and

‘0 0 0’ be the coding for cohort 4.

But, recall that the number of time intervals (parameters) for each cohort decrements by one with

each successive cohort (i.e., for cohort 1 there are 4 intervals, for cohort 2 there are 3 intervals, for cohort

2 there are 2 intervals, and for cohort 4, there is only the final interval).

So, thus far, our design matrix looks like



1 1 0 0 . . .

1 1 0 0 . . .

1 1 0 0 . . .

1 1 0 0 . . .

1 0 1 0 . . .

1 0 1 0 . . .

1 0 1 0 . . .

1 0 0 1 . . .

1 0 0 1 . . .

1 0 0 0 . . .



Now, for time, the approach is similar: we have 5 occasions (4 intervals), so therefore, we need

3 columns. We let ‘1 0 0’ be the first time interval, ‘0 1 0’ be the second time interval, ‘0 0 1’ be

third interval, and ‘0 0 0’ the final time interval. This is the usual ‘reference cell’ coding approach we

discussed at length in Chapter 6.

Adding these time columns to the design matrix gives us



1 1 0 0 1 0 0 . . .

1 1 0 0 0 1 0 . . .

1 1 0 0 0 0 1 . . .

1 1 0 0 0 0 0 . . .

1 0 1 0 0 1 0 . . .

1 0 1 0 0 0 1 . . .

1 0 1 0 0 0 0 . . .

1 0 0 1 0 0 1 . . .

1 0 0 1 0 0 0 . . .

1 0 0 0 0 0 0 . . .



How big does the design matrix need to be? Well, there are 10 parameters, so the full !2>ℎ>AC∗C8<4

model corresponds to a (10 × 10) design matrix. Thus, we have 3 more columns to complete. OK, now

the challenge. How can we code an interaction of (cohort× time) in only 3 columns, if there are 4 cohorts!

Normally, we think of the interaction term(s) as products of the main factors in the linear model: in

this case, the product of the 3 columns for ‘cohort’, and the 3 columns for ‘time’, which would yield

9 columns, not 3! But, if you look closely at the PIM (below), you’ll see that not all interactions are

possible. This is exactly the same issue we faced earlier when we were looking at interactions in models

for analysis of data of individuals marked as both young, and adults – not all interactions were possible.
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Here again is the PIM for model {!2>ℎ>AC∗C8<4}:

1 2 3 4

5 6 7

8 9

10

We see that for cohort 1, time interval 1 does not interact with any other cohort. We also see that

cohorts 1 and 2 interact in both time interval 2, interval 3, and time interval 4. We see that cohort 3 only

interacts with any other cohort (cohorts 1 and 2) in time intervals 3 and 4. For cohort 4, there appears

to be an interaction in time interval 4, but, parameter 10 is not identifiable, so in fact, it doesn’t really

interact with anything!

So, we really have only 2 interaction blocks (indicated in the shaded ‘blocks’ in the following):

1 2 3 4

5 6 7

8 9

10

1 2 3 4

5 6 7

8 9

10

As it turns out, you only need to code either of these ‘interaction blocks’ to get the appropriate model

fit (and parameter estimates).

So, for example, for the second of these two ’interaction blocks’:



1 1 0 0 1 0 0 0 0 0

1 1 0 0 0 1 0 0 1 0

1 1 0 0 0 0 1 0 0 1

1 1 0 0 0 0 0 0 0 0

1 0 1 0 0 1 0 0 1 0

1 0 1 0 0 0 1 0 0 1

1 0 1 0 0 0 0 0 0 0

1 0 0 1 0 0 1 0 0 1

1 0 0 1 0 0 0 0 0 0

1 0 0 0 0 0 0 0 0 0



Try it and see! A bit tricky at first, but hopefully you’ll see the basic logic. Again, full (cohort ×

time) models are relatively rare, owing to significant identifiability problems, but constrained models,

especially where constraints are applied within cohort, are not uncommon. And to do this, you need

to be able to build the design matrix for the full (cohort × time) model(s) first.

7.7. Model averaging and age/cohort models

In chapter 4 we introduced the important concept of ‘model averaging’. However, as you may recall,

there were a few parts of the description of the ‘mechanics’ of model averaging in MARK that were

somewhat ‘obtuse’. That’s because back in chapter 4 we had to make vague references to these things

called ‘age models’ and ’cohort’ models. New stuff in chapter 4, but by this point you’re expert in both

concepts, so we can re-visit some of the ‘model averaging mechanics’ and clear up a few points.
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First, recall that for the swift data set, the model averaging window looked like the following:

For that data set, there were 2 groups (good colony, poor colony), and two parameters (survival

probability, and recapture probability). Thus, 4 tabs along the top of the model averaging window (one

for each group and parameter combination). In addition, for the swift data set, there were 8 occasions,

so 7 intervals for survival.

Now, if we look carefully at the ‘triangular matrix’ structure that the model averaging window

presents us with (above), we see something that at this point should be a bit more understandable.

What would a full (time × cohort) PIM look like for a data set with 8 occasions? Answer: just like the

triangular matrix pictured above!

To make sure you understand model averaging, let’s analyze some simulated data (contained in

age2_avg.inp). These simulated data consist of 7 occasions, 2 age-classes for survival, and a sin-

gle age-class for encounter probability. We’ll fit 4 approximating models to these data: {!C/C ?C},

{!C+C ?C}, {!C/· ?C}, and {!·/· ?C}. Note that model {!C+C ?C} has additive temporal effects between the

2 age classes, so we’ll construct all 4 models using a design matrix approach.

The results from our model fitting are shown at the top of the next page. We see that the most

parsimonious model (model {!C/· ?C}) – time-varying survival for the first age class, time-constant

survival for the second age-class, is a bit less than twice as well supported as the next best model

(0.636/0.346 = 1.84).
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What are the model averaged survival valuesfor each interval for thefirst age-class? Again, remember

that the first age-class is one-year in duration. To derive the model averaged survival probabilities for

the first age-class, select ‘Model Averaging’ from the ‘Output’ menu in MARK. Note that this time, the

model averaging window (shown below) has only 2 tabs: for survival and recapture, respectively. The

triangular matrix (which you now recognize as the corresponding (time × cohort) PIM structure) that

the model averaging window presents is indexed from 1 to 21. The only thing you need to do at this

stage is check the elements of this matrix corresponding to the first-year survival probabilities.

What would they be? Yes! – the elements along the diagonal – {1, 7, 12, 16, 19, 21} – as shown below:

These correspond to the diagonal elements of the following PIM structure:

Once you’ve satisfied yourself that this is correct – and makes sense – then click the ‘OK’ button. The

model averaged survival values are:

What about ‘adult’ survival? Again, the only trick is to remember that adult survival is ‘above the

diagonal’ (lookat the PIM schematic on the preceding page; the adult ‘elements’ are the shadedelements

above the diagonal). So, you simply need to check the appropriate elements of the triangular PIM

structure in the model averaging window.

But do you need to check all of them (i.e., 2 to 6, 8 to 11, 13 to 15, 17 to 18 and 20)? If we remind

you that our models have time-structure only, but no cohort structure, you should realize with a bit of
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thought that the answer is ‘no’. You simply need to check at least one of the ‘above diagonal’ elements

in each column (each column where there is an above-diagonal element).

Thus, the following two model averaging windows shown below

or

will yield entirely equivalent results. Try it and see! Make sure you understand why they are equivalent.

Model averaging is an important technique, so make sure you really understand what’s going on

here. The model averaging window also forces you to come to grips with your understanding of age,

cohort, and time models (remember, age = (cohort − time)). So, make sure you do ‘get it’.

7.8. Summary

That is the end of Chapter 7. We have considerably expanded the range of ‘underlying’ models we can fit

to mark-recapture data, by developing age/TSM and cohort models. We have also seen how constraints

can be applied to these models as easily as we did with CJS models. We also revisited the idea of model

averaging. These models are very widely used (the basic structure shows up various ways for a number

of data types), so make sure you thoroughly understand the material in this chapter. In the next chapter

we look at a very different data type – ‘dead recoveries’.
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